

    
      
          
            
  
Welcome to the Coffea-Casa Project!

Coffea-casa is a prototype of an analysis facility that provides services for “low latency columnar analysis,” enabling rapid processing of data in a column-wise fashion.

Coffea-casa Analysis Facility (AF) services, based on Dask and Jupyter Notebook technologies, aim to dramatically lower time for analysis and provide an easily-scalable and user-friendly computational environment that will simplify, facilitate, and accelerate the delivery of HEP results.

[image: Prototype of Coffea-casa Analysis Facility]
The facility is built on top of a Kubernetes cluster and integrates with dedicated resources, with resources allocated via fair share through the local HTCondor system and Nebraska Tier-2.

[image: Resources allocated for each user at Coffea-casa Analysis Facility]

Note

Coffea-casa is a prototype and is currently in active development: if you had noticed a bug or would like to leave us feedback,
we invite you to open an issue directly on GitHub: <https://github.com/CoffeaTeam/coffea-casa/issues>



























            

          

      

      

    

  

    
      
          
            
  
First Steps at Coffea-Casa @ UNL


Prerequisites

The primary mode of analysis with coffea-casa is coffea [https://coffeateam.github.io/coffea/index.html]. Coffea provides plenty of examples to users in its documentation [https://coffeateam.github.io/coffea/examples.html]. Further resources, meant to run specifically on coffea-casa, can be found in the sidebar under the “Gallery of Coffea-casa Examples” section or the appropriate repository here [https://github.com/CoffeaTeam/coffea-casa-tutorials].

Knowledge of Python [https://docs.python.org/3/tutorial/] is assumed. The standard environment for coffea analyses is within Jupyter Notebooks [https://jupyter.org/], which allow for dynamic, block-by-block execution of code. Coffea-casa employs the JupyterLab [https://jupyterlab.readthedocs.io/en/stable/user/interface.html] interface. JupyterLab is designed for hosting Jupyter Notebooks on the web and permits the usage of additional features within its environment, including Git access, compatibility with cluster computing tools, and much, much more.

If you aren’t familiar with any of these tools, please click on the links above and get acquainted with how they work before delving into coffea-casa.



Access


Important

For CMS or opendata files, please see the relevant sections for coffea-casa at T2 Nebraska. For ATLAS files, see coffea-casa at UChicago.



There are two access points to the Coffea-casa AF @ T2 Nebraska. The site at https://coffea-opendata.casa is for Opendata and can be accessed through any CILogon identity provider, though it will not be able to process any files that require authentication.

[image: Access to Opendata Coffea-casa Analysis Facility @ T2 Nebraska]

Important

Remember that to access this instance you need to register: click “Register for access”.
(We have limited resources available and can’t provide access to everyone under CILogon).



The other at https://coffea.casa is for CMS data and can be accessed through the CMS AuthZ instance; this site is capable of handling all CMS files and uses tokens for authentication.

[image: Access to Coffea-casa Analysis Facility @ T2 Nebraska]
Another coffea-casa instance exists for the AF @ UChicago, which is meant to be used with ATLAS data. You can accesss it at `https://coffea.af.uchicago.edu`_.

[image: Access to Coffea-casa Analysis Facility @ UChicago]
See the appropriate section below if you need help going through the registration process for either access point.


Opendata CILogon Authentication Instance


Important

This section applies only to the Opendata Coffea-Casa instance.



Currently Opendata Coffea-Casa supports any CILogon identity provider. Select your identity provider:

[image: Select your identity provider for CILogon Authz authentification to access Opendata Coffea-casa Analysis Facility @ T2 Nebraska]
For accessing Opendata Coffea-Casa, we are offering a self-signup registration form with approval.

[image: Fill out the registration form for access to Opendata Coffea-casa Analysis Facility @ T2 Nebraska]
Click to proceed to the next stage:

[image: Check the information in the registration form is correct (form should already be prefilled).]
Click to proceed to the next stage:

[image: Request for approval was sent.]
If you see the next window, it means that the registration request was sent succesfully!


Important

After this step please wait until you get approved by an administrator!



After your request is approved, you will receive an email, where you will simply need to click a link:

[image: Example of email you should receive after registration.]
Voila! Now you can login to Opendata Coffea-Casa. Click on “Authorized Users Only: Sign in with OAuth 2.0” to do so:

[image: Start directly use Opendata Coffea-Casa: click here to "Authorized Users Only: Sign in with OAuth 2.0".]


CMS AuthZ Authentication Instance


Important

This section applies only to the CMS Coffea-Casa instance.



Currently Coffea-Casa Analysis Facility @ T2 Nebraska supports any member of CMS VO organisation.

To access it please sign in or sign up using Apply for an account.

[image: CMS Authz authentification to Coffea-casa Analysis Facility @ T2 Nebraska]
[image: Approval required for CMS Authz authentification to Coffea-casa Analysis Facility @ T2 Nebraska]


ATLAS AuthZ Authentication Instance

Currently Coffea-Casa Analysis Facility @ UChicago can support any member of ATLAS.

Sign in with your ATLAS CERN credential:

[image: ATLAS Authz authentification to Coffea-casa Analysis Facility @ UChicago]
[image: Approval required for CMS Authz authentification to Coffea-casa Analysis Facility @ UChicago]



Docker Image Selection

The default image is preloaded with coffea, Dask, and HTCondor and you should select it:

[image: Coffea Casa analysis image available at Coffea-casa Analysis Facility @ T2 Nebraska]
This will forward you to your own personal Jupyterhub instance running at Analysis Facility @ T2 Nebraska:

[image: Jupyterhub instance together with Dask Labextention powered cluster available at Opendata Coffea-casa Analysis Facility @ T2 Nebraska]


Cluster Resources in Coffea-Casa Analysis Facility @ T2 Nebraska

By default, the Coffea-casa Dask cluster should provide you with a scheduler and workers, which you can see by clicking on the colored Dask icon in the left sidebar.

[image: Default Dask Labextention powered cluster available Opendata Coffea-casa Analysis Facility @ T2 Nebraska]
As soon as you start your computations, you will notice that available resources at the Opendata Coffea-Casa Analysis Facility @ T2 Nebraska autoscale depending on the resources available in the HTCondor pool at Nebraska Tier 2.

[image: Autoscaling with Dask Labextention powered cluster available at Opendata Coffea-casa Analysis Facility @ T2 Nebraska]


Opening a New Console or File

There are three ways by which you can open a new tab within coffea-casa. Two are located within the File menu at the very top of the JupyterLab interface: New and New Launcher.

[image: The File menu of the coffea-casa JupyterLab interface.]
The New dropdown menu allows you to open the console or a file of a specified format directly. The New Launcher option creates a new tab with buttons that permit you to launch a console or a new file, exactly like the interface you are shown when you first open coffea-casa.

The final way is specific to the File Browser tab of the sidebar.

[image: The File Browser tab of the coffea-casa JupyterLab interface, showcasing the New Launcher button.]
This behaves exactly like the New Launcher option above.


Note

Regardless of the method you use to open a new file, the file will be saved to the current directory of your File Browser.





Using Git

Cloning a repository in the Coffea-casa Analysis Facility @ T2 Nebraska is simple, though it can be a little confusing because it is spread across two tabs in the sidebar: the File Browser and the Git tabs.

In order to clone a repository, first go to the Git tab. It should look like this:

[image: The Git tab at Coffea-casa Analysis Facility @ T2 Nebraska]
Simply click the appropriate button (initialize a repository, or clone a repository) and you’ll be hooked up to GitHub. This should then take you to the File Browser tab, which is where you can see all of the repositories you have cloned in your JupyterLab instance. The File Browser should look like this:

[image: The File Browser tab at Coffea-casa Analysis Facility @ T2 Nebraska]
If you wish to change repositories, simply click the folder button to enter the root directory. If you are in the root directory, the Git tab will reset and allow you to clone another repository.

If you wish to commit, push, or pull from the repository you currently have active in the File Browser, then you can return to the Git tab. It should change to look like this, so long as you have a repository open in the File Browser:

[image: The Git tab at Coffea-casa Analysis Facility @ T2 Nebraska, after a repository is activated]
The buttons in the top right allow for pulling and pushing respectively. When you have edited files in a directory, they will show up under the Changed category, at which point you can hit the + to add them to a commit (at which point they will show up under Staged). Filling out the box at the bottom of the sidebar will file your commit, and prepare it for you to push.



Using XCache


Important

This section applies only to the CMS Coffea-Casa instance.



When we use CMS data, we generally require certificates or we will be faced with authentication errors. Coffea-casa handles the issue of certificates internally through xcache tokens so that its users do not explicitly have to import their certificates, though this dynamic requires adjustiment of the redirector portion of the path to the root file requested.

Let’s say we wish to request the file:

root://cmsxrootd.fnal.gov//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/0555868D-6B32-D249-9ED1-6B9A6AABDAF7.root





Then we would replace the cmsxrootd.fnal.gov redirector with the xcache redirector:

root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/0555868D-6B32-D249-9ED1-6B9A6AABDAF7.root





Now, we will be able to access our data.

In addition to handling authentication, XCache will cache files so that they are able to be pulled more quickly in subsequent runs of the analysis. It should be expected, then, that the first analysis run with a new coffea-casa file will run slower than ones which follow afterwards.



ServiceX


Important

This section applies only to the ATLAS Coffea-Casa instance.




Important

This section applies only to the ATLAS Coffea-Casa instance at UChicago. The instances at T2 Nebraska are capable of handling ServiceX requests through uproot, but the feature is still at an experimental stage. Ask an administrator for more information on accessing ServiceX on the T2 Nebraska instances.



When dealing with very large datasets it is often better to do initial data filtering and augmentation using ServiceX [https://iris-hep.org/projects/servicex].
ServiceX transformations produce their output as an Awkward Array. The array can then be used in a regular Coffea processor. Here is a schema explaining the workflow:

[image: ServiceX and Coffea-Casa workflow schema.]
There are two different UC AF-deployed ServiceX instances. The only difference between them is the type of input data they are capable of processing.
Uproot [https://uproot-atlas.servicex.af.uchicago.edu/] processes any kind of “flat” ROOT files, while xAOD [https://xaod.servicex.af.uchicago.edu/] processes only Rucio registered xAOD files.

To use them one has to register and get approved. Sign in will lead you to a Globus registration page where you may choose to use an account connected to your institution:

[image: ServiceX registration.]
Once approved, you will be able to see the status of your requests in the dashboard:

[image: ServiceX dashboard.]
For your code to be able to authenticate your requests you need to download a servicex.yaml file, which should be placed in your working directory. The file is downloaded from your profile page:

[image: ServiceX profile.]
For an example analysis using ServiceX and Coffea look here. [https://github.com/iris-hep/analysis-grand-challenge/blob/main/workshops/agctools2021/HZZ_analysis_pipeline/HZZ_analysis_pipeline.ipynb]



Opendata Example

In this example (which corresponds to ADL Benchmark 1 [https://github.com/CoffeaTeam/coffea-casa-tutorials/blob/master/examples/example1.ipynb]), we’ll try to run a simple analysis example on the Coffea-Casa Analysis Facility. We will use the coffea_casa wrapper library, which allows use of pre-configured settings for HTCondor configuration and Dask scheduler/worker images.

Our goal in this toy analysis is to plot the missing transverse energy (MET) of all events from a sample dataset; this data was converted from 2012 CMS Open Data (17 GB, 54 million events), and is available in public EOS (root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root).

First, we need to import the coffea libraries used in this example:

import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas





To select the aforementioned data in a coffea-friendly syntax, we employ a dictionary of datasets, where each dataset (key) corresponds to a list of files (values):

fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}





Coffea provides the coffea.processor module, where users may write their analysis code without worrying about the details of efficient parallelization, assuming that the parallelization is a trivial map-reduce operation (e.g., filling histograms and adding them together).

# This program plots an event-level variable (in this case, MET, but switching it is as easy as a dict-key change). It also demonstrates an easy use of the book-keeping cutflow tool, to keep track of the number of events processed.

# The processor class bundles our data analysis together while giving us some helpful tools.  It also leaves looping and chunks to the framework instead of us.
class Processor(processor.ProcessorABC):
    def __init__(self):
        # Bins and categories for the histogram are defined here. For format, see https://coffeateam.github.io/coffea/stubs/coffea.hist.hist_tools.Hist.html && https://coffeateam.github.io/coffea/stubs/coffea.hist.hist_tools.Bin.html
        dataset_axis = hist.Cat("dataset", "")
        MET_axis = hist.Bin("MET", "MET [GeV]", 50, 0, 100)

        # The accumulator keeps our data chunks together for histogramming. It also gives us cutflow, which can be used to keep track of data.
        self._accumulator = processor.dict_accumulator({
            'MET': hist.Hist("Counts", dataset_axis, MET_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        # This is where we do our actual analysis. The dataset has columns similar to the TTree's; events.columns can tell you them, or events.[object].columns for deeper depth.
        dataset = events.metadata["dataset"]
        MET = events.MET.pt

        # We can define a new key for cutflow (in this case 'all events'). Then we can put values into it. We need += because it's per-chunk (demonstrated below)
        output['cutflow']['all events'] += ak.size(MET)
        output['cutflow']['number of chunks'] += 1

        # This fills our histogram once our data is collected. The hist key ('MET=') will be defined in the bin in __init__.
        output['MET'].fill(dataset=dataset, MET=MET)
        return output

    def postprocess(self, accumulator):
        return accumulator





With our data in our fileset variable and our processor ready to go, we simply need to connect to the Dask Labextention-powered cluster available within the Coffea-Casa Analysis Facility @ T2 Nebraska. This can be done by dragging the scheduler into the notebook, or by manually typing the following:

from dask.distributed import Client
client = Client("tls://localhost:8786")





Then we bundle everything up to run our job, making use of the Dask executor. We must point it to our client as defined above. In the Runner, we specify that we want to make use of the NanoAODSchema (as our input file is a NanoAOD).

executor = processor.DaskExecutor(client=client)
run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())





The final step is to generates a 1D histogram from the data output to the ‘MET’ key. fill_opts are optional arguments to fill the graph (default is a line).

hist.plot1d(output['MET'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})





As a result you should see the following plot:

[image: Final plot that you should see at the end of example]


CMS Example


Important

This section applies only to the CMS Coffea-Casa instance.



Now we will try to run a short example, using CMS data, which corresponds to plotting the dimuon Z-peak [https://github.com/CoffeaTeam/coffea-casa-tutorials/blob/master/examples/zpeak_example.ipynb]. We use dimuon data which consists of ~3 million events at ~2.7 GB which belongs to the /DoubleMuon/Run2018A-02Apr2020-v1/NANOAOD dataset.

We import some common coffea libraries used in this example:

import numpy as np
from coffea import hist
from coffea.analysis_objects import JaggedCandidateArray
import coffea.processor as processor
%matplotlib inline





To select the aforementioned data in a coffea-friendly syntax, we employ a dictionary of datasets, where each dataset (key) corresponds to a list of files (values):

fileset = {'DoubleMu' : ['root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/0555868D-6B32-D249-9ED1-6B9A6AABDAF7.root',
                        'root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/07796DC0-9F65-F940-AAD1-FE82262B4B03.root',
                        'root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/09BED5A5-E6CC-AC4E-9344-B60B3A186CFA.root']}





Coffea provides the coffea.processor module, where users may write their analysis code without worrying about the details of efficient parallelization, assuming that the parallelization is a trivial map-reduce operation (e.g., filling histograms and adding them together).

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "Dataset")
        dimu_mass_axis = hist.Bin("dimu_mass", "$\mu\mu$ Mass [GeV]", 50, 20, 120)

        self._accumulator = processor.dict_accumulator({
            'dimu_mass': hist.Hist("Counts", dataset_axis, dimu_mass_axis),
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]

        mu = events.Muon
        # Select events with 2 muons whose charges cancel out (Zs are charge-neutral).
        dimu_neutral = mu[(ak.num(mu) == 2) & (ak.sum(mu.charge, axis=1) == 0)]
        # Add together muon pair p4's, find dimuon mass.
        dimu_mass = (dimu_neutral[:, 0] + dimu_neutral[:, 1]).mass
        # Plot dimuon mass.
        output['dimu_mass'].fill(dataset=dataset, dimu_mass=dimu_mass)
        return output

    def postprocess(self, accumulator):
        return accumulator





With our data in our fileset variable and our processor ready to go, we simply need to connect to the Dask Labextention-powered cluster available within the Coffea-Casa Analysis Facility @ T2 Nebraska. This can be done by dragging the scheduler into the notebook, or by manually typing the following:

from dask.distributed import Client
client = Client("tls://localhost:8786")





Then we bundle everything up to run our job, making use of the Dask executor. To do this, we must point to a client within executor_args.

executor = processor.DaskExecutor(client=client)
run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                      )

output = run(fileset, "Events", processor_instance=Processor())





The final step is to generates a 1D histogram from the data output to the ‘MET’ key. fill_opts are optional arguments to fill the graph (default is a line).

hist.plot1d(output['dimu_mass'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})





As a result you should see the following plot:

[image: Final plot that you should see at the end of example]


ATLAS Examples


Important

This section applies only to the ATLAS Coffea-Casa instance.



The notebooks about columnar data analysis with DAOD_PHYSLITE `here<https://github.com/nikoladze/agc-tools-workshop-2021-physlite>`_ may be useful as a reference.





            

          

      

      

    

  

    
      
          
            
  
Installing Custom Packages on Coffea-Casa

Coffea-casa provides support for users to install their own packages through pip. In cases where your notebook does not send jobs to workers, you can simply install your packages to the scheduler through the terminal. If you wish for your workers to make use of custom packages, however, you’ll need to go through some extra steps to ensure your packages are installed on all workers. Installation to the scheduler is recommended in either case.


Installations on the Scheduler

Let’s run through an example: we want to install pytest to our scheduler, and we don’t need it to be distributed across our workers. In that case, we can open up a new terminal in coffea-casa by going to the File tab and starting a new launcher. A cursory pip freeze demonstrates that pytest is not installed by default, and so we have to add it ourselves. We can do this through pip install pytest, which will tell us that the package is being installed into /opt/conda/lib/python3.8/site-packages. A follow-up pip freeze indicates that pytest is now in our list of packages:

[image: We have successfully installed pytest through pip.]
More complicated pip installations are also available. Refer to the pip install docs [https://pip.pypa.io/en/stable/cli/pip_install/] for more information.



Installations on the Workers

If you install a package to your scheduler but attempt to run it on your workers, you will quickly run into ModuleNotFound errors. This is because your workers don’t have the package! Luckily, a remedy to this problem is fairly simple. Again, let’s assume that we wish to install pytest and that this time we wish to use it during processing on our workers. We first get it onto our scheduler (as above), and then we tell our workers to install it:

from dask.distributed import Client, PipInstall

dependencies = [
    "pytest",
]
client = Client("tls://localhost:8786")
client.register_worker_plugin(PipInstall(packages=dependencies))





To use this code for your own purposes, you merely have to put in your dependencies in the dependencies list. This should support all installation formats that pip does, and you can add multiple packages by expanding the list. For example, to install a second package from a GitHub repository, you could specify:

dependencies = [
    "pytest",
    "topcoffea@git+https://github.com/TopEFT/topcoffea.git",
]





and your workers should have both pytest and topcoffea installed onto them.



Sending Files to Workers (Without Pip)

If you have a file that you wish to import without pip, and you need to send it to your workers, then you can do so by initializing your client and providing it the following line:

client.upload_file('foo.py')





Where foo.py is replaced by the file you are attempting to import.





            

          

      

      

    

  

    
      
          
            
  
Performance Metrics on Coffea-Casa


Available Features

At some point you will probably want to measure the performance of your analysis on coffea-casa. Luckily, both Dask and coffea come equipped with the capabilities to give you more information about different aspects of your analysis run. These include, broadly:



	run_uproot_job has a savemetrics arg which can provide basic info such as the number of entries and the process time


	the Dask dashboard includes a variety of info, and can be used interactively while your analysis is running


	the Dask performance report is a snapshot of the Dask dashboard that can be saved for later review









Coffea Metrics

The simplest metrics that can be obtained stem from coffea. They include the number of bytes read, the names of all columns, the number of entries, the processing time (summed across all cores), and the number of chunks. These can be accessed by adding the savemetrics: True argument to your Runner function. For example:

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True)

output, metrics = run(fileset, "Events", processor_instance=Processor())





It should be noted that the introduction of this argument changes the format of your output by converting it into a tuple. Within this tuple, output[0] will contain everything that output did without savemetrics on, while output[1] will contain the metrics. You can retrieve the “standard” behavior by taking the output of run() as two variables, as we did above, because Python is capable of parsing tuple outputs into multiple variables.



Dask Interactive Dashboard

The Dask interactive dashboard can be accessed in the same side-pane where your cluster information is displayed. The buttons at the top should be orange when your analysis is running, though they may be grey if the scheduler is inactive or has been shutdown.

[image: Demonstration of Dask Dashboard buttons, which can be clicked to access various metrics of interest.]
Among the tabs, you’re most likely to find useful information under workers and task stream. The workers tab gives you information about which workers are running and how many resources each is using:

[image: The Dask Dashboard's worker metrics.]
The task stream tab gives you information about what each thread is currently working on. This can give insight into, for example, preprocessing versus processing times, the length of an average processing thread, and a visual depiction of anomalies in thread run-time. The graph can look a little intimidating because we typically have a lot of threads:

[image: The Dask Dashboard's task stream.]
Put simply, however, the green parts of the task stream represent the preprocessing step and the yellow parts represent processing. The “verticality” represents the number of threads currently running. Because autoscaling is on, this number varies, with some shutting down (the yellow lines that end short) and some starting up (the new lines stacked at the top).



Dask Performance Report

The Dask performance report is much like the dashboard, though it provides a static snapshot which is generated after a run completes. This snapshot is in the form of an HTML file, which looks something like this when rendered:

[image: An example of the Dask Performance Report, with summary page displayed.]
It should be noted that the information presented here is somewhat more limited. We don’t have access to the nice worker tab, but we do still have access to the task stream. In order to generate a performance report for your analysis, you have to wrap your run_uproot_job in such a way:

from dask.distributed import performance_report
with performance_report(filename="dask-report.html"):
    output = run(fileset, "Events", processor_instance=Processor())





The file will be saved in the working directory, unless you specify a direct path along with the file name.



Suggestions for Improving Performance

With a better understanding of our performance, it’s natural to wonder how it could be improved. While autoscaling should pinpoint the ideal number of workers for an analysis run, it could be imperfect, and testing scaling with a manually set amount of workers could be nice check. If disparities between the autoscaling amount and the true ideal amount exist, they should be reported as an issue so that the coffea-casa team try to better optimize the system.

Another factor which can dramatically impact performance is the chunksize in run_uproot_job. In general, it appears that a lower chunksize results in quicker runtimes, but there is a lower bound beyond which performance begins to drop. Optimizing chunksize should be a first stop for addressing performance issues if autoscaling is satisfactory.

Lastly, if you are appealing to regular Python operations within your processor (i.e., not Awkward or NumPy), try to wrap them with Numba [https://numba.pydata.org/].





            

          

      

      

    

  

    
      
          
            
  
Interfacing With HTCondor Workers


Locating Workers

Dask deploys workers through HTCondor. Information about these workers can be located through the terminal using the condor_q command. This will display information about all workers which have run on coffea-casa, but you can typically find your workers by approximating their starting time and date. For a more reliable method, you can run the command condor_q -af:h Owner JobStartDate JobId DaskSchedulerAddress | grep -E "(username|Owner)" where username is replaced by your coffea-casa username. This username is identical to the name in your terminal command line which follows cms-jovyan@jupyter (e.g. cms-jovyan@jupyter-matousadamec-40gmail-2ecom:~$ has username matousadamec-40gmail-2ecom).



Accessing Workers

Each of the workers listed after condor_q is executed has an ID associated with it. This can be found either under the BATCH_NAME or JOBS_ID columns, both of which should be identical (up to the decimal). To connect to a specific worker, you can use the condor_ssh_to_job ID command, replacing ID with your worker’s ID. Upon a successful connection, your terminal should indicate the worker you have connected to. An example of what this looks like is provided below:

[image: An example of a successful ssh connection to a sample HTCondor worker.]
From here, you can execute terminal commands as usual, but you are now “within” the worker. Of particular interest here will be the log files _condor_stderr and  _condor_stdout, which will tell you any errors or print statements executed during the worker’s runtime. You should also be able to see an xcache_token if you are wanting to use CMS data (as you should be running on an instance where xcache is enabled).



Killing Workers

To kill a job, go to the scheduler terminal. Find the ID of the job you are seeking to kill through condor_q, and then use condom_rm ID (replacing ID with your job’s ID). This may be useful if your job becomes stuck during processing.





            

          

      

      

    

  

    
      
          
            
  
Troubleshooting Common Issues

In general, it is advised that you restart your coffea-casa server before doing further troubleshooting, so that you can ensure your instance is up-to-date. You can do this by going into the File menu, accessing the Hub Control Panel, and pressing the big red “Stop My Server” button.

[image: A demonstration of the "Stop My Server" button.]
After the server is shut down, you will get a series of linear prompts to start it back up again. If the problem persists, then it’s time for a deeper investigation!


Accessibility Issues

The coffea-casa server won’t load, I get an error when trying to access the page, or I’m told there are certificate issues.

There’s a plethora of issues which seem specific to certain web browsers. If you run into any of these, please attempt to open coffea-casa in a different browser. Should this still fail, open a new issue.

If opening coffea-casa in a new browser solves the issue, you are still encouraged to provide information within this issue [https://github.com/CoffeaTeam/coffea-casa/issues/93/] to help us gather data.

Running a manually-configured Dask cluster gives me a dashboard link, but the dashboard link does not work.

This is expected behavior. If you go into the Dask sidebar of JupyterLab, however, the orange keys should still work and give you access to the information you’d find within the dashboard. If the keys are grey or any other problems arise, please submit an issue.



Runtime Issues

The terminal appears to terminate without an error, or I have noticed strange “core.####” files within my file browser.

If your terminal is terminating without errors, please check for the aforementioned core files within your file browser. If they are present, then you are generating core dumps. In either case, report an issue on GitHub specifying what you are trying to do, which step is going wrong, and whether you are getting core dumps. This will help us pinpoint what’s going wrong.

I have installed a package through the terminal, but I still get ModuleNotFound errors when attempting to run my processor.

Ensure that you have installed your package onto the workers as well. A guide for this can be found here in our documentation [https://coffea-casa.readthedocs.io/en/latest/cc_packages.html].





            

          

      

      

    

  

    
      
          
            
  
Coffea-Casa Setup Without Dask Labextention


Preparations

Please shut down UNL HTCondor Cluster (powered by Dask Labextention and available by default), by pushing the button labeled Shutdown:

[image: Default Dask Labextention powered cluster available Coffea-casa Analysis Facility @ T2 Nebraska]


Instantiating Your Own CoffeaCasaCluster

The next snippet will set up a cluster by instantiating a Dask Client with CoffeaCasaCluster, scaled to use 10 jobs:

from distributed import Client
from coffea_casa import CoffeaCasaCluster

cluster = CoffeaCasaCluster()
cluster.scale(10)
client = Client(cluster)





You can use an adaptive mechanism for Dask job autoscaling. This will scale Dask workers automatically based on scheduler activity:

from distributed import Client
from coffea_casa import CoffeaCasaCluster

cluster = CoffeaCasaCluster()
cluster.adapt(minimum=4, maximum=10)
client = Client(cluster)






Note

Don’t forget to shutdown your Coffea-casa cluster before starting a new one:

cluster.close()









CoffeaCasaCluster

The default CoffeaCasaCluster constructor settings:

{
'protocol': 'tls://',
'security': Security(require_encryption=True,
                    tls_ca_file='/etc/cmsaf-secrets/ca.pem',
                    tls_client_cert='/etc/cmsaf-secrets/hostcert.pem',
                    tls_client_key='/etc/cmsaf-secrets/hostcert.pem',
                    tls_scheduler_cert='/etc/cmsaf-secrets/hostcert.pem',
                    tls_scheduler_key='/etc/cmsaf-secrets/hostcert.pem',
                    tls_worker_cert='/etc/cmsaf-secrets/hostcert.pem',
                    tls_worker_key='/etc/cmsaf-secrets/hostcert.pem'),
'log_directory': 'logs',
'silence_logs': 'DEBUG',
'scheduler_options': {'port': 8786,
'dashboard_address': '8787',
'protocol': 'tls',
'external_address': 'tls://oksana-2eshadura-40cern-2ech.dask.coffea.casa:8786'},
'job_extra': {'universe': 'docker',
              'docker_image': 'coffeateam/coffea-casa-analysis:0.2.23',
              'container_service_names': 'dask',
              'dask_container_port': 8786,
              'transfer_input_files': '/etc/cmsaf-secrets/ca.pem, /etc/cmsaf-secrets/hostcert.pem, /etc/cmsaf-secrets/xcache_token',
              'encrypt_input_files': '/etc/cmsaf-secrets/ca.pem, /etc/cmsaf-secrets/hostcert.pem, /etc/cmsaf-secrets/xcache_token',
              'transfer_output_files': '',
              'when_to_transfer_output': 'ON_EXIT',
              'should_transfer_files': 'YES',
              'Stream_Output': 'False',
              'Stream_Error': 'False',
              '+DaskSchedulerAddress': '"tls://oksana-2eshadura-40cern-2ech.dask.coffea.casa:8786"'}}





which you can easily adjust just passing appropriate arguments to CoffeaCasaCluster constructor:

cluster = CoffeaCasaCluster(cores=1, memory="10 GiB")





or

cluster = CoffeaCasaCluster(job_extra = {'docker_image': 'coffeateam/coffea-casa-analysis:latest')






Note

Coffea-casa is using communication through the TLS protocol. You will not be able to disable TLS!



To learn how to use Dask Labextention, please check How to Configure Dask Labextension Cluster.





            

          

      

      

    

  

    
      
          
            
  
How to Configure Dask Labextension Cluster

The Dask JupyterLab extension package provides a JupyterLab extension to manage Dask clusters, as well as to embed Dask’s dashboard plots directly into JupyterLab panes.

The ~/.config/dask/jobqueue-coffea-casa.yaml or /etc/dask/jobqueue-coffea-casa.yaml files are usually the default configuration files used for CoffeaCasaCluster:

Example of a file:

jobqueue:
  coffea-casa:

    # Dask worker options, taken from https://github.com/dask/dask-jobqueue/tree/master/dask_jobqueue
    cores: 4                 # Total number of cores per job
    memory: "6 GiB"                # Total amount of memory per job
    processes: null                # Number of Python processes per jobs
    worker-image: "coffeateam/coffea-casa-analysis:0.xx.xx"

    # Comunication settings
    interface: null             # Network interface to use like eth0 or ib0
    death-timeout: 60           # Number of seconds to wait if a worker can not find a scheduler
    local-directory: null       # Location of fast local storage like /scratch or $TMPDIR
    extra: []

    # HTCondor Resource Manager options
    disk: "5 GiB"          # Amount of disk per worker job
    env-extra: []
    job-extra: {}          # Extra submit attributes
    log-directory: null
    shebang: "#!/usr/bin/env condor_submit -spool"

    # Scheduler options
    scheduler-options: {}
    name: dask-worker





To configure a cluster that is launched using it, you should adjust the Dask configuration file, typically stored at ~/.config/dask/labextension.yaml or /etc/dask/labextension.yaml.

labextension:
  factory:
    module: 'coffea_casa'
    class: 'CoffeaCasaCluster'
    args: []
    kwargs: {}

    default:
      workers: 1
      adapt:
        minimum: 5
        maximum: 10





Users can edit kwargs: {} to change a CoffeaCasaCluster constructor directly (see more details in Coffea-Casa Setup Without Dask Labextention).

To get an address of scheduler that will be used during client connection, try right-clicking on the cluster in the sidebar:

[image: Dask Labextention powered cluster, with right-click menu]
And then pressing Inject Dask Client Connection Code, as is shown in example below:

from dask.distributed import Client
client = Client("tls://oksana-2eshadura-40cern-2ech.dask.coffea.casa:8786")
client





or, more simply:

from dask.distributed import Client
client = Client("tls://localhost:8786")
client








            

          

      

      

    

  

    
      
          
            
  
Deployment of Coffea-casa Analysis Facility at your Tier 2/Tier 3 grid site or Cluster




            

          

      

      

    

  

    
      
          
            
  
coffea_casa module API


	
class coffea_casa.CoffeaCasaCluster(*, security=None, worker_image=None, scheduler_options=None, scheduler_port=8786, dashboard_port=8787, nanny_port=8001, **job_kwargs)

	This is a  subclass expanding settings for launch Dask via HTCondorCluster
over HTCondor in US.CMS facility.


	
classmethod security()

	Return the Dask Security object used by CoffeaCasa.












            

          

      

      

    

  

    
      
          
            
  
Community Support and Help

Coffea-casa is deployed at CMS Nebraska Tier 2 grid site and developed by a group of developers from University of Nebraska-Lincoln,
University of Nebraska Holland Computing Center, University of Wisconsin-Madison and Morgridge Institute.

We gratefully acknowledge the National Science Foundation which supported this work through NSF grant #1836650.


Discussion

Conversation happens in the following places:


	Bug reports and feature requests are managed through GitHub issues [https://github.com/CoffeaTeam/coffea-casa/issues]


	Ask questions:  You can ask questions by sending email to e-group, adding a GitHub issue, or contacting us in IRIS-HEP Slack channel (#coffea-casa).





Important

Coffea-casa at Nebraska technical support through GitHub Discussions. [https://github.com/CoffeaTeam/coffea-casa/discussions/categories/unl-tech-support]





Tech Support

Here [https://github.com/CoffeaTeam/coffea-casa/discussions/categories/unl-tech-support] is the link to tech support.
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Membership renewal for OpenData Coffea-casa Facility

Congratulations, you’ve successfully renewed your membership!

To start your work on OpenData Coffea-casa Facility please click on link: https://coffea-opendata.casa.




            

          

      

      

    

  

    
      
          
            
  
Coffea-Casa tHq Analysis


[1]:





%matplotlib inline
import glob
import os
import numpy as np
import numba as nb
import awkward as ak
import matplotlib.pyplot as plt
import uproot
import uproot3
from coffea import hist
from cycler import cycler
import coffea.processor as processor
from coffea.nanoevents import schemas








[2]:





fileset = {'tHq': ['root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/38E83594-51BD-7D46-B96D-620DD60078A7.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/3A3BA22C-AA71-2544-810A-6DF4C6BA96FC.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/3AFB1F42-BC6D-D44E-86FD-DB93C83F88FF.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/A37B4B7A-FB5B-484D-8577-40B860D77D23.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/E3C7548E-EE40-BA45-9130-17DF56FBE537.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/F9EFC559-09E9-BB48-8150-9AA8B7F02C1C.root'],
             'tHW': ['root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/2806293E-D1DD-4A49-A274-0CC3BA57BBDF.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/2F19962E-1DFB-A14A-91C2-30B69D5651D3.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/D9744111-ED04-3F47-A52A-C18424F01609.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/E4CFA095-E7DB-B449-986D-1A5D21FD1D50.root'],
             'ttW': ['root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/30000/2E92C41D-6F94-F84B-A46B-61EDFFBEFE5B.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/30000/69D60020-75AF-CA42-8D94-99957EEF71DC.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/30000/AB62AEC8-6F15-1947-9E22-0059E196EBE5.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/30000/EA538168-AF02-774C-9648-9BF72471384D.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/2CF42572-162F-F14F-B7CA-96DABCD83589.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/4B8C7791-6DFF-5748-B6AF-7FE0F6B5CA1D.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/5BF4BF41-CFDB-F447-B034-D806DFE3252C.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/794E6532-E576-FB41-A23F-CD078AABC85E.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/8102B971-D215-004C-93EE-AE9A6C1907B3.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/EF9DC33E-137A-0640-976B-8C3AC89F534E.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTWJetsToLNu_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/FF4BF1D3-A06A-0F44-8458-37984DEA5CAD.root'],
             'ttWJets': ['root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/028BA117-69BE-B74D-9862-2170CA64B11C.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/1ABC137E-5233-044E-B3FE-8574DC6FC943.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/2274637A-76F8-4049-B651-F60817E6F775.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/2E4A4356-C68F-1B4C-A920-656C7F519328.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/3BEEC74F-9E73-1745-BCA2-09E2725C3979.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/80CEEF63-623A-8144-AEE6-0BAEB5BC314B.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/DA330C53-B0BE-A84F-9308-1BBBC38B095C.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/E3EE47DE-4DBB-FC48-84AB-4F9C26B9CCE8.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttWJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/F597371F-E866-6B47-A185-268F927E3372.root'],
            'ttZ': ['root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/40000/5B1499CC-2B27-4F44-95BD-7B1C9907ACCD.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/40000/CDA99173-3C05-1A47-AE70-587B44E6348B.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/60000/28C6248C-D55F-8044-BDFB-696BAC0FE329.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/60000/F8A11DF6-4013-6F4C-BBE9-1759933FF20F.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/110000/308939D7-DA54-E949-958D-7B495723DB4C.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/110000/3A1F9F01-E4BC-A347-8D57-8DBFAA890EAB.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/110000/BF1A0533-7A59-A04C-9A6C-6A5EA4697A06.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/191705EA-1891-6942-8CD2-CD70B0E58893.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/27BD2647-8A2F-7C45-964F-F0277A0A011D.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/56608BD3-2A0E-1941-8386-F498EEC16A61.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/7D898E0C-0752-B948-8BA7-7016BD151BD2.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/97637969-BD4B-0640-8158-17722CB9F631.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/9BEAB5BD-5C7E-B54A-B42E-D81FA4B30A2B.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/C7073B6B-C69E-1B42-B378-7FAC8FF4E856.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext2-v1/120000/FF986F85-71C4-064D-9759-B0C1ACAE9454.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/34275A2F-313A-6D4D-A7EC-DD18BF9C413B.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/392B4635-E8FF-924C-A5B5-51D19C670F69.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/4C139140-A677-AB49-9DF9-5BBF4FA850D2.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/80416EBE-074F-5C4A-AE5F-6403A9F9E9D9.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/96F276D6-1C38-9F4F-93CE-503B860AB550.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/A1AD2099-D5D6-7A47-AEB6-562F68B04441.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTZToLLNuNu_M-10_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext3-v1/130000/AAD8B507-CEC2-CE44-9B23-822A451F426C.root'],
            'ttZJets': ['root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/12857BB7-7239-B94A-A890-7CB3C79BD057.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/193EA450-873A-3047-BA69-3B1D1EABB771.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/21167A9A-2FDD-C240-AF27-FAA935B0057C.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/576C9504-E9B2-484C-88DB-1F087D4BA6A3.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/5C781945-9A98-7F44-B397-F806603C9A01.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/69E6121A-F0DC-8043-991A-049199E4BCC4.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/72EF6B33-D0AA-6540-BA4A-A760E8194589.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/8B2D64F4-D873-124B-AE6A-0503FF7A0427.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/B865F28C-D9B3-0944-8E01-D0D3B01C4F26.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/C2C66219-4FAA-4C4E-95FB-CA259749AAA4.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/DD8A6F4F-52CF-9142-B264-B402A94CFD09.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ttZJets_13TeV_madgraphMLM/NANOAODSIM/Nano1June2019_102X_mcRun2_asymptotic_v7-v1/40000/E0D9AB84-E0BF-0C49-9B2E-E003587FF335.root'],
            'ttH': ['root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/05371F7D-77DA-FD4E-BF1F-9C4B6C7B2BF4.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/1097F45B-C2CC-034A-98D5-6A2C38F9E957.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/144E050B-AC6C-5046-B9BF-3CB1045651D1.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/1F8A2052-DD4D-F24B-AEF7-C6C8DB5E42AC.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/2BDDFDC0-1D0E-4141-BCB6-98FDE981E522.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/3D3743BD-A2B7-F34E-BBD3-FE98A055B935.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/70319D0B-46D5-6840-9FA3-49B990C6E117.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/7CF51AAB-6C37-F84E-B091-48C8217EE65E.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/90463B9A-2AB6-1D4E-9D7F-4E6AA6B4500C.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/A922DC1E-905C-0240-81D7-8470159370D4.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/C6BD7A39-4592-F84F-99FB-52C1BBC3F066.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/EE7FEAE7-21B8-4547-A0C7-589B3DDA0704.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/100000/F5A64CA8-059C-4D46-A2C4-9B679A4B911F.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ttHJetToNonbb_M125_13TeV_amcatnloFXFX_madspin_pythia8_mWCutfix/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/120000/83CB02F7-FFA9-CD47-9EE6-4D444843595E.root'],
            'WZ': ['root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/120000/222071C0-CF04-1E4B-B65E-49D18B91DE8B.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/120000/7EC09E9F-A061-6D46-83DB-E91A8479CD7A.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/120000/9FA39757-C2AB-F34E-A2E8-3D728B605FD1.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/120000/E539344F-0815-064E-BFB2-14D265A460FA.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/0571F847-7582-0D43-A65D-BB1DF150BE77.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/1875117C-8380-0C45-A701-B221443E9010.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/23490416-1F0E-364F-B5D9-7F7C92360277.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/423A6069-CE53-A94F-8D9F-75342F9F9273.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/42816FAA-2580-7146-93BE-C9482FC56E5F.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/4DCA8EC5-BC5C-3447-8A91-C21142F57775.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/4F6290B2-15A7-C840-8544-26FBA7D62129.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/62527AE1-E838-BF44-AA33-C145C74F2196.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/64F0D9CB-C675-3F49-ACE2-E06CD5CFFA13.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/669C5D12-E263-0E41-9F49-B277198FA882.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/788641E9-D641-0F40-AC0D-69E335F7E04D.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/A2DCB4B2-9A3B-6049-B845-8BC13C623736.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/B5189B28-6A9D-9240-A943-830C76F1C4CE.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/CFBDFA7E-FA6A-9E40-976A-5E2CAE843CE2.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/D52DFC49-0016-2941-BEB6-7958728B782E.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/DD34D24C-D3E4-6046-AA01-EDF356AC83CB.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/E4035DC3-ACD2-0440-805F-F8C46406E0A0.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZTo3LNu_TuneCUETP8M1_13TeV-powheg-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/110000/FED349E0-72BB-7E4F-B776-F9BB8C278B27.root'],
            'ZZ': ['root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/010B000A-0883-064B-B250-A6159DB2603A.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/1B4E5034-DD6A-DB40-882D-20B5C42A9722.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/462F4643-6F37-EA42-8F6C-90B91C23A731.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/465A6EA9-E768-E642-8A73-B27E21BD3595.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/46E99F08-CB4C-914F-9CF0-1A9E7DCE8081.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/73D0D73F-E72D-E649-8772-2BECC3D296D7.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/773BDDB0-D100-DA4B-8522-17EB71265BEE.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/D08D925B-BA30-3642-9995-F165FC2542D7.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/DC582D74-81EF-504C-8342-08D42BB17C38.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/ZZTo4L_13TeV_powheg_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/30000/FD274208-7DF0-3245-945F-87B17415142E.root'],
            'ZZZ': ['root://xcache//store/mc/RunIISummer16NanoAODv5/ZZZ_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/37FA68CC-B841-7D41-994C-645CFA4BA227.root'],
            'WWZ': ['root://xcache//store/mc/RunIISummer16NanoAODv5/WWZ_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/8034D852-4E18-F441-B1B7-3A4BA82B8963.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WWZ_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/EE791322-C349-A14A-B49A-75BDAA03482E.root'],
            'WZZ': ['root://xcache//store/mc/RunIISummer16NanoAODv5/WZZ_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/4359B067-2773-4D48-A235-CD33C3A20AD9.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZZ_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/50D0F171-4A01-644A-A1D9-6BF1D915DF2A.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/WZZ_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/61EDBB45-0A24-1847-9FD6-222D7D8D6AF3.root'],
            'tttt': ['root://xcache//store/mc/RunIISummer16NanoAODv5/TTTT_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/E23424C4-B553-114D-A9F2-9E2F21D641F6.root',
                     'root://xcache//store/mc/RunIISummer16NanoAODv5/TTTT_TuneCUETP8M1_13TeV-amcatnlo-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/ED3B459F-A945-C847-9B80-B847C3487049.root'],
            'WpWp': ['root://xcache//store/mc/RunIISummer16NanoAODv5/WpWpJJ_EWK-QCD_TuneCUETP8M1_13TeV-madgraph-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/120000/025F6345-BE37-DF45-B582-25EA8300B4E8.root'],
            'WGToLNuG': ['root://xcache//store/mc/RunIISummer16NanoAODv5/WGToLNuG_TuneCUETP8M1_13TeV-madgraphMLM-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/60000/1C9A5B42-59F6-BE46-B6A5-FCFBB332800D.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/WGToLNuG_TuneCUETP8M1_13TeV-madgraphMLM-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/60000/3EDF906E-8031-134B-A90B-A4D514534E2C.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/WGToLNuG_TuneCUETP8M1_13TeV-madgraphMLM-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/60000/4A38A79D-C3E8-6642-A769-DF7DFD1EB5F8.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/WGToLNuG_TuneCUETP8M1_13TeV-madgraphMLM-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/60000/8F31680D-1759-5A41-9B6C-0BC14DCC2DCB.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/WGToLNuG_TuneCUETP8M1_13TeV-madgraphMLM-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/60000/D5C66F81-4B6F-B147-9E14-65B72102C938.root'],
            'ZGTo2LG': ['root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/00169085-1173-174A-88D7-DF8C05E63B86.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/0D5754A1-90DD-C44D-8F22-C4D1D25DC8C6.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/21184738-5366-7544-BEC1-F6A553821938.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/33FB9844-B072-3046-9499-DA3AB42E1D2D.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/4970C91E-D60F-6B42-A55C-20569AFAA431.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/701DFC56-C64E-2449-A765-3BCEF02B991D.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/8217CFFF-03A7-7E4D-8C1A-8C0EA798BD82.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/91A1637B-CDE3-F940-96D2-E557F3E20F7E.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/9CAA7F23-A5E5-DB40-A776-068209875DDA.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/B2D94295-780F-AA4C-9A98-FB682EC1F910.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/B53D3104-B052-F24D-ADF2-9026402AFDA8.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/D8B42B2C-1BAA-0F4D-88E8-F03E23CD3701.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/EAD6568E-3035-3A4C-99A9-10F6635C1000.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/EB5065C4-7B33-9A4F-AF54-B80EFF266AC2.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/EDAA08F5-3220-424F-8036-2259BDC63179.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/ZGTo2LG_TuneCUETP8M1_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/260000/F2CAD07A-CA17-B645-B364-0E9CB98715B8.root'],
            'TGJets': ['root://xcache//store/mc/RunIISummer16NanoAODv5/TGJets_TuneCUETP8M1_13TeV_amcatnlo_madspin_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/240000/634ABFF2-03BF-ED48-90CF-1ED79CAEECC2.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TGJets_TuneCUETP8M1_13TeV_amcatnlo_madspin_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/240000/999FCE98-7A19-1F4D-99C4-B055C58887DC.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TGJets_TuneCUETP8M1_13TeV_amcatnlo_madspin_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/240000/CD355648-3704-FB45-8F3B-125E390C0AEC.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TGJets_TuneCUETP8M1_13TeV_amcatnlo_madspin_pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/00C95E31-FFBA-4C42-8603-066FAB92542A.root'],
            'TTGJets': ['root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/22881651-BBF4-4E49-9000-CB054643A04E.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/3DA57B87-3A1E-E340-B465-1B6DA3278FBA.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/4588AAE8-B596-DA49-834B-046CC2565897.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/5DAC0107-F368-FE49-A2D6-902CB848CB63.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/8DA9E6B2-789A-B740-9F97-C18ADA0A56D0.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/A2AC3FF8-8A99-054D-9FAA-B8742C4D2508.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/A38A9608-2268-0D43-92AE-32DD986767FB.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/B0718C55-B1E7-6148-885E-12323306D998.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/B479B885-9336-5645-AC4E-233CAD65FE30.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/B486E2A0-1FEF-7F4C-8E33-7D8D32378206.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/BAD51EE9-58C2-DF4D-B937-3694B4D42783.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/CD4456D4-22C1-7942-8F71-C0443FEADBC2.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/EBC0FD8D-565D-0A44-B2DE-AFC80D2D4C7D.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7_ext1-v1/250000/F84B0880-61E2-0C4B-BA45-4483B6D1ED27.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/046AFA0D-DA2F-7C4F-81AD-668616A5A08A.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/2F8FAEDA-96E0-E948-A5DF-12B25149DBFA.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/6969756B-8B3D-C445-98EC-B2AB93043443.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/A714BF72-C90E-3B4B-AD81-C66F2B0FBDCB.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/BFA217F6-B261-8B44-9261-E09C97E6E286.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/C4551934-5EBD-3C4C-AE80-AC2F6F6E12CD.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/EA5D2DC1-38B4-914E-B3FF-308FD4A24B94.root',
                         'root://xcache//store/mc/RunIISummer16NanoAODv5/TTGJets_TuneCUETP8M1_13TeV-amcatnloFXFX-madspin-pythia8/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/250000/ECA16C69-E6C8-794C-A3D6-D01EBB5E1922.root']
          }
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class SignalProcessor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        lll_3rdLepton_pT_axis = hist.Bin("lll_3rdLepton_pT", "3rd Lepton $p_T$ [GeV]", 18, 0, 90)
        lll_fwdJet_leadbJet_axis = hist.Bin("lll_fwdJet_leadbJet", "$\Delta \eta$ max fwd jet and leading bjet", 18, 0, 6)
        lll_fwdJet_subleadbJet_axis = hist.Bin("lll_fwdJet_subleadbJet", "$\Delta \eta$ max fwd jet and sub-leading bjet", 18, 0, 6)
        lll_fwdJet_closestLepton_axis = hist.Bin("lll_fwdJet_closestLepton", "$\Delta \eta$ max fwd jet and closest lepton", 18, 0, 6)
        lll_highpT_sslp_axis = hist.Bin("lll_highpT_sslp", "$\Delta \Phi$ highest $p_T$ same-sign lepton pair", 18, 0, 3.5)
        lll_jetMaxEta_axis = hist.Bin("lll_jetMaxEta", "max jet $|\eta|$ ($p_T$ > 25)", 18, 0, 5)
        lll_minDelR_axis = hist.Bin("lll_minDelR", "Minimum $\Delta$ R between any two leptons", 18, 0, 4)
        lll_nJet25_axis = hist.Bin("lll_nJet25", "N(jet, $p_T$ > 25, $|\eta|$ < 2.4)", 6, 2, 8)
        lll_nJetEta1_axis = hist.Bin("lll_nJetEta1", "N(jet, $|\eta|$ > 1) non CSV medium", 7, 1, 8)
        lll_TotalCharge_axis = hist.Bin("lll_TotalCharge", "Total Lepton Charge", 5, -2, 3)

        mumu_subleadLepton_pT_axis = hist.Bin("mumu_subleadLepton_pT", "Sub-leading Lepton $p_T$ [GeV]", 18, 0, 144)
        mumu_fwdJet_leadbJet_axis = hist.Bin("mumu_fwdJet_leadbJet", "$\Delta \eta$ max fwd jet and leading bjet", 18, 0, 6)
        mumu_fwdJet_subleadbJet_axis = hist.Bin("mumu_fwdJet_subleadbJet", "$\Delta \eta$ max fwd jet and sub-leading bjet", 18, 0, 6)
        mumu_fwdJet_closestLepton_axis = hist.Bin("mumu_fwdJet_closestLepton", "$\Delta \eta$ max fwd jet and closest lepton", 18, 0, 6)
        mumu_highpT_sslp_axis = hist.Bin("mumu_highpT_sslp", "$\Delta \Phi$ highest $p_T$ same-sign lepton pair", 18, 0, 3.5)
        mumu_jetMaxEta_axis = hist.Bin("mumu_jetMaxEta", "max jet $|\eta|$ ($p_T$ > 40)", 18, 0, 5)
        mumu_minDelR_axis = hist.Bin("mumu_minDelR", "Minimum $\Delta$ R between any two leptons", 18, 0, 4)
        mumu_nJet25_axis = hist.Bin("mumu_nJet25", "N(jet, $p_T$ > 25, $|\eta|$ < 2.4)", 6, 2, 8)
        mumu_nJetEta1_axis = hist.Bin("mumu_nJetEta1", "N(jet, $|\eta|$ > 1) non CSV medium", 7, 1, 8)
        mumu_TotalCharge_axis = hist.Bin("mumu_TotalCharge", "Total Lepton Charge", 5, -2, 3)

        emu_subleadLepton_pT_axis = hist.Bin("emu_subleadLepton_pT", "Sub-leading Lepton $p_T$ [GeV]", 18, 0, 144)
        emu_fwdJet_leadbJet_axis = hist.Bin("emu_fwdJet_leadbJet", "$\Delta \eta$ max fwd jet and leading bjet", 18, 0, 6)
        emu_fwdJet_subleadbJet_axis = hist.Bin("emu_fwdJet_subleadbJet", "$\Delta \eta$ max fwd jet and sub-leading bjet", 18, 0, 6)
        emu_fwdJet_closestLepton_axis = hist.Bin("emu_fwdJet_closestLepton", "$\Delta \eta$ max fwd jet and closest lepton", 18, 0, 6)
        emu_highpT_sslp_axis = hist.Bin("emu_highpT_sslp", "$\Delta \Phi$ highest $p_T$ same-sign lepton pair", 18, 0, 3.5)
        emu_jetMaxEta_axis = hist.Bin("emu_jetMaxEta", "max jet $|\eta|$ ($p_T$ > 40)", 18, 0, 5)
        emu_minDelR_axis = hist.Bin("emu_minDelR", "Minimum $\Delta$ R between any two leptons", 18, 0, 4)
        emu_nJet25_axis = hist.Bin("emu_nJet25", "N(jet, $p_T$ > 25, $|\eta|$ < 2.4)", 6, 2, 8)
        emu_nJetEta1_axis = hist.Bin("emu_nJetEta1", "N(jet, $|\eta|$ > 1) non CSV medium", 7, 1, 8)
        emu_TotalCharge_axis = hist.Bin("emu_TotalCharge", "Total Lepton Charge", 5, -2, 3)

        ee_subleadLepton_pT_axis = hist.Bin("ee_subleadLepton_pT", "Sub-leading Lepton $p_T$ [GeV]", 18, 0, 144)
        ee_fwdJet_leadbJet_axis = hist.Bin("ee_fwdJet_leadbJet", "$\Delta \eta$ max fwd jet and leading bjet", 18, 0, 6)
        ee_fwdJet_subleadbJet_axis = hist.Bin("ee_fwdJet_subleadbJet", "$\Delta \eta$ max fwd jet and sub-leading bjet", 18, 0, 6)
        ee_fwdJet_closestLepton_axis = hist.Bin("ee_fwdJet_closestLepton", "$\Delta \eta$ max fwd jet and closest lepton", 18, 0, 6)
        ee_highpT_sslp_axis = hist.Bin("ee_highpT_sslp", "$\Delta \Phi$ highest $p_T$ same-sign lepton pair", 18, 0, 3.5)
        ee_jetMaxEta_axis = hist.Bin("ee_jetMaxEta", "max jet $|\eta|$ ($p_T$ > 40)", 18, 0, 5)
        ee_minDelR_axis = hist.Bin("ee_minDelR", "Minimum $\Delta$ R between any two leptons", 18, 0, 4)
        ee_nJet25_axis = hist.Bin("ee_nJet25", "N(jet, $p_T$ > 25, $|\eta|$ < 2.4)", 6, 2, 8)
        ee_nJetEta1_axis = hist.Bin("ee_nJetEta1", "N(jet, $|\eta|$ > 1) non CSV medium", 7, 1, 8)
        ee_TotalCharge_axis = hist.Bin("ee_TotalCharge", "Total Lepton Charge", 5, -2, 3)

        self._accumulator = processor.dict_accumulator({
            'lll_3rdLepton_pT': hist.Hist("Events", dataset_axis, lll_3rdLepton_pT_axis),
            'lll_fwdJet_leadbJet': hist.Hist("Events", dataset_axis, lll_fwdJet_leadbJet_axis),
            'lll_fwdJet_subleadbJet': hist.Hist("Events", dataset_axis, lll_fwdJet_subleadbJet_axis),
            'lll_fwdJet_closestLepton': hist.Hist("Events", dataset_axis, lll_fwdJet_closestLepton_axis),
            'lll_highpT_sslp': hist.Hist("Events", dataset_axis, lll_highpT_sslp_axis),
            'lll_jetMaxEta': hist.Hist("Events", dataset_axis, lll_jetMaxEta_axis),
            'lll_minDelR': hist.Hist("Events", dataset_axis, lll_minDelR_axis),
            'lll_nJet25': hist.Hist("Events", dataset_axis, lll_nJet25_axis),
            'lll_nJetEta1': hist.Hist("Events", dataset_axis, lll_nJetEta1_axis),
            'lll_TotalCharge': hist.Hist("Events", dataset_axis, lll_TotalCharge_axis),
            'mumu_subleadLepton_pT': hist.Hist("Events", dataset_axis, mumu_subleadLepton_pT_axis),
            'mumu_fwdJet_leadbJet': hist.Hist("Events", dataset_axis, mumu_fwdJet_leadbJet_axis),
            'mumu_fwdJet_subleadbJet': hist.Hist("Events", dataset_axis, mumu_fwdJet_subleadbJet_axis),
            'mumu_fwdJet_closestLepton': hist.Hist("Events", dataset_axis, mumu_fwdJet_closestLepton_axis),
            'mumu_highpT_sslp': hist.Hist("Events", dataset_axis, mumu_highpT_sslp_axis),
            'mumu_jetMaxEta': hist.Hist("Events", dataset_axis, mumu_jetMaxEta_axis),
            'mumu_minDelR': hist.Hist("Events", dataset_axis, mumu_minDelR_axis),
            'mumu_nJet25': hist.Hist("Events", dataset_axis, mumu_nJet25_axis),
            'mumu_nJetEta1': hist.Hist("Events", dataset_axis, mumu_nJetEta1_axis),
            'mumu_TotalCharge': hist.Hist("Events", dataset_axis, mumu_TotalCharge_axis),
            'emu_subleadLepton_pT': hist.Hist("Events", dataset_axis, emu_subleadLepton_pT_axis),
            'emu_fwdJet_leadbJet': hist.Hist("Events", dataset_axis, emu_fwdJet_leadbJet_axis),
            'emu_fwdJet_subleadbJet': hist.Hist("Events", dataset_axis, emu_fwdJet_subleadbJet_axis),
            'emu_fwdJet_closestLepton': hist.Hist("Events", dataset_axis, emu_fwdJet_closestLepton_axis),
            'emu_highpT_sslp': hist.Hist("Events", dataset_axis, emu_highpT_sslp_axis),
            'emu_jetMaxEta': hist.Hist("Events", dataset_axis, emu_jetMaxEta_axis),
            'emu_minDelR': hist.Hist("Events", dataset_axis, emu_minDelR_axis),
            'emu_nJet25': hist.Hist("Events", dataset_axis, emu_nJet25_axis),
            'emu_nJetEta1': hist.Hist("Events", dataset_axis, emu_nJetEta1_axis),
            'emu_TotalCharge': hist.Hist("Events", dataset_axis, emu_TotalCharge_axis),
            'ee_subleadLepton_pT': hist.Hist("Events", dataset_axis, ee_subleadLepton_pT_axis),
            'ee_fwdJet_leadbJet': hist.Hist("Events", dataset_axis, ee_fwdJet_leadbJet_axis),
            'ee_fwdJet_subleadbJet': hist.Hist("Events", dataset_axis, ee_fwdJet_subleadbJet_axis),
            'ee_fwdJet_closestLepton': hist.Hist("Events", dataset_axis, ee_fwdJet_closestLepton_axis),
            'ee_highpT_sslp': hist.Hist("Events", dataset_axis, ee_highpT_sslp_axis),
            'ee_jetMaxEta': hist.Hist("Events", dataset_axis, ee_jetMaxEta_axis),
            'ee_minDelR': hist.Hist("Events", dataset_axis, ee_minDelR_axis),
            'ee_nJet25': hist.Hist("Events", dataset_axis, ee_nJet25_axis),
            'ee_nJetEta1': hist.Hist("Events", dataset_axis, ee_nJetEta1_axis),
            'ee_TotalCharge': hist.Hist("Events", dataset_axis, ee_TotalCharge_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        # btag working point numbers, for easy reference.
        loose_wp = 0.5425
        medium_wp = 0.8484

        # Initialize relevant event columns.
        dataset = events.metadata["dataset"]
        jets = events.Jet
        muons = events.Muon
        electrons = events.Electron

        # This is bookkeeping that tracks how many total events there are.
        output['cutflow']['all events'] += ak.size(events, axis=0)



        # # # # # # # # # # #
        # LEPTON SELECTIONS #
        # # # # # # # # # # #

        # Here we establish the loose muons array, based on provided cuts.
        loose_muons = muons[(np.abs(muons.eta) < 2.4) &
                      (np.abs(muons.dxy) < 0.05) &
                      (np.abs(muons.dz) < 0.1) &
                      (muons.sip3d < 8) &
                      (muons.miniPFRelIso_all < 0.4) &
                      (muons.looseId) &
                      (muons.pt > 5)]
        output['cutflow']['loose muons'] += ak.sum(ak.num(loose_muons))

        # Tight is loose with additional cuts; build tight array and add cuts.
        tight_muons = loose_muons[(loose_muons.pt > 15) &
                                  (loose_muons.tightCharge > 0) &
                                  (loose_muons.mediumId) &
                                  (loose_muons.mvaTTH > 0.9)]
        output['cutflow']['tight muons'] += ak.sum(ak.num(tight_muons))

        # This ends up getting referenced a lot. Let's not generate it every time!
        abs_eta = np.abs(electrons.eta)

        # Here we establish the loose electrons array, based on provided cuts.
        loose_electrons = electrons[(abs_eta < 2.5) &
                              (np.abs(electrons.dxy) < 0.05) &
                              (np.abs(electrons.dz) < 0.1) &
                              (electrons.lostHits < 2) &
                              (electrons.miniPFRelIso_all < 0.4) &
                              (electrons.pt > 7) &
                              (((electrons.mvaFall17V2noIso > 0) & (abs_eta < 1.479)) | ((electrons.mvaFall17V2noIso > 0.7) & (abs_eta > 1.479) & (abs_eta < 2.5)))]
        output['cutflow']['loose electrons'] += ak.sum(ak.num(loose_electrons))

        # Now we build tight from loose, adding in tight's extra cuts.
        # Redefine abs_eta since we're now using loose.
        abs_eta = np.abs(loose_electrons.eta)

        tight_electrons = loose_electrons[(loose_electrons.pt > 15) &
                                         (loose_electrons.lostHits == 0) &
                                         (loose_electrons.tightCharge > 0) &
                                         (loose_electrons.convVeto) &
                                         (loose_electrons.mvaTTH > 0.90) &
                                         # Two ranges for sigma_ieie.
                                         (((abs_eta < 1.479) & (loose_electrons.sieie < 0.011)) |
                                         ((abs_eta < 2.5) & (abs_eta > 1.479) & (loose_electrons.sieie < 0.03))) &
                                         # Two ranges for H/E
                                         (((abs_eta < 1.479) & (loose_electrons.hoe < 0.1)) |
                                         ((abs_eta < 2.5) & (abs_eta > 1.479) & (loose_electrons.hoe < 0.07))) &
                                         # Two ranges for 1/E - 1/p
                                         (((abs_eta < 1.479) & (loose_electrons.eInvMinusPInv < 0.01) & (loose_electrons.eInvMinusPInv > -0.05)) |
                                         ((abs_eta < 2.5) & (abs_eta > 1.479) & (loose_electrons.eInvMinusPInv < 0.005) & (loose_electrons.eInvMinusPInv > -0.05)))]
        output['cutflow']['tight electrons'] += ak.sum(ak.num(tight_electrons))

        # Don't want any jets below 25 pT.
        jets = jets[(jets.pt > 25)]
        output['cutflow']['jets > 25'] += ak.sum(ak.num(jets))

        # Add flavor to keep track of muons/electrons in the event selection.
        loose_muons = ak.with_field(loose_muons, 0, 'flavor')
        loose_electrons = ak.with_field(loose_electrons, 1, 'flavor')
        tight_muons = ak.with_field(tight_muons, 0, 'flavor')
        tight_electrons = ak.with_field(tight_electrons, 1, 'flavor')

        # # # # # # # # # #
        # EVENT SELECTION #
        # # # # # # # # # #

        # Jet masks can be generated simply, since we're staying in one collection.
        jetMask_medium = ak.sum((np.abs(jets.eta) < 2.4) & (jets.btagCSVV2 > medium_wp), axis=1) >= 1
        jetMask_loose = ak.sum(((np.abs(jets.eta) < 2.4) | ((jets.pt > 40) & (np.abs(jets.eta) > 2.4))) & (jets.btagCSVV2 <= loose_wp), axis=1) >= 1

        # Loose pre-selection. See definition of stack_leptons above to see how we construct arrays across leptons.
        tight_leptons = ak.with_name(ak.concatenate([tight_muons, tight_electrons], axis=1), 'PtEtaPhiMCandidate')
        loose_leptons = ak.with_name(ak.concatenate([loose_muons, loose_electrons], axis=1), 'PtEtaPhiMCandidate')
        loose_pairs = ak.argcombinations(loose_leptons, 2, fields=['i0', 'i1'])
        loose_pairs_mass = (loose_leptons[loose_pairs['i0']] + loose_leptons[loose_pairs['i1']]).mass
        looseMask = (ak.all(loose_pairs_mass >= 12, axis=1)) & (ak.num(loose_pairs_mass) > 0)

        # Dilepton selection.
        tight_pairs = ak.argcombinations(tight_leptons, 2, fields=['i0', 'i1'])
        # Set a flag to check if the dilepton arrays are false - skip event mask if so.
        di_empty = False
        if ak.sum(ak.num(tight_pairs)) == 0:
            di_empty = True

        if di_empty == False:
            # Add flavors to see what kind of pair we have. mu = 0, e = 1, so: mumu = 0, emu = 1, ee = 2.
            tight_types = (tight_leptons[tight_pairs['i0']].flavor + tight_leptons[tight_pairs['i1']].flavor)

            # Respectively; each event should have exactly 1 pair (2 leptons) with same charge
            #               one should have pT > 25 (pT > 15 is guaranteed by lepton selection)
            #               for ee events, check that mass from Z is < 10 to veto possible Z bosons.
            dileptonMask = ((ak.num(tight_pairs) == 1) & ak.any(tight_leptons[tight_pairs['i0']].charge == tight_leptons[tight_pairs['i1']].charge, axis=1)) & ak.any((tight_leptons[tight_pairs['i0']].pt > 25) | (tight_leptons[tight_pairs['i1']].pt > 25), axis=1) & ak.any((tight_types < 2) | (np.abs((tight_leptons[tight_pairs['i0']] + tight_leptons[tight_pairs['i1']]).mass - 91.18) > 10), axis=1)

            dilepton_eventMask = (looseMask) & (dileptonMask) & (jetMask_medium) & (jetMask_loose)

            # Final dilepton channels
            tight_ll = tight_leptons[dilepton_eventMask]
            tights_2mu = tight_ll[ak.sum(tight_ll.flavor, axis=1) == 0]
            tights_2e = tight_ll[ak.sum(tight_ll.flavor, axis=1) == 2]
            tights_emu = tight_ll[ak.sum(tight_ll.flavor, axis=1) == 1]
            jets_2mu = jets[dilepton_eventMask & (ak.num(tight_muons) == 2)]
            jets_2e = jets[dilepton_eventMask & (ak.num(tight_electrons) == 2)]
            jets_emu = jets[dilepton_eventMask & (ak.num(tight_muons) == 1) & (ak.num(tight_electrons) == 1)]
            output['cutflow']['tight_ll'] += ak.sum(ak.num(tight_ll))
            output['cutflow']['tights_2mu'] += ak.sum(ak.num(tights_2mu))
            output['cutflow']['tights_2e'] += ak.sum(ak.num(tights_2e))
            output['cutflow']['tights_emu'] += ak.sum(ak.num(tights_emu))
            output['cutflow']['jets through dilepton mask'] += ak.sum(ak.num(jets[dilepton_eventMask]))

        # Trilepton selection.
        tight_triples = ak.argcombinations(tight_leptons, 3, fields=['i0', 'i1', 'i2'])
        # Set a flag to check if the trilepton arrays are false - skip event mask if so.
        tri_empty = False
        if ak.sum(ak.num(tight_triples)) == 0:
            tri_empty = True
        if tri_empty == False:
            tight_muon_pairs = ak.combinations(tight_muons, 2, fields=['i0', 'i1'])
            tight_electron_pairs = ak.combinations(tight_electrons, 2, fields=['i0', 'i1'])

            # Helper function which takes a pair, tells you if it is an OSSF with |m_ll - m_z| < 15. Reject these events.
            def ossf_zmass_check(dileptons):
                return ak.any((dileptons.i0.charge != dileptons.i1.charge) &
                        (np.abs(91.18 - (dileptons.i0 + dileptons.i1).mass) < 15.), axis=1)

            # Respectively; we want events with exactly three tight leptons (one triple),
            #               one should have pT > 25, discard if OSSF dileptons are close to the Z mass.
            trileptonMask = (ak.num(tight_triples) == 1) & ak.any((tight_leptons[tight_triples['i0']].pt > 25) | (tight_leptons[tight_triples['i1']].pt > 25) | (tight_leptons[tight_triples['i2']].pt > 25), axis=1) & (~ossf_zmass_check(tight_muon_pairs)) & (~ossf_zmass_check(tight_electron_pairs))

            # May as well combine all of our masks into one (well, two) big one(s) for easier referencing.
            # Split dileptons and trileptons into separate channels, because it's easier to work with later.

            trilepton_eventMask = (looseMask) & (trileptonMask) & (jetMask_medium) & (jetMask_loose)

            # Final trilepton channel
            tight_lll = tight_leptons[trilepton_eventMask]
            jets_3lep = jets[trilepton_eventMask]
            output['cutflow']['tight_lll'] += ak.sum(ak.num(tight_lll))
            output['cutflow']['jets through trilepton mask'] += ak.sum(ak.num(jets_3lep))


        # # # # # #
        # OUTPUTS #
        # # # # # #

        # Selecting the data that we want.
        if (tri_empty == False):
        # Three-lepton channel
            if (ak.sum(ak.num(tight_lll)) > 0):
                lll_3rdLepton_pT = ak.min(tight_lll.pt, axis=1)
                lll_lightjets = jets_3lep[jets_3lep.btagCSVV2 <= loose_wp]
                lll_bjets = jets_3lep[jets_3lep.btagCSVV2 > medium_wp]
                lll_fwd_lightjets = lll_lightjets[ak.local_index(lll_lightjets, axis=1) == ak.argmax(lll_lightjets.eta, axis=1)]
                lll_max_bjets = lll_bjets[ak.local_index(lll_bjets, axis=1) == ak.argmax(lll_bjets.pt, axis=1)]
                lll_nomax_bjets = lll_bjets[ak.local_index(lll_bjets, axis=1) != ak.argmax(lll_bjets.pt, axis=1)]
                lll_submax_bjets = lll_nomax_bjets[ak.local_index(lll_nomax_bjets, axis=1) == ak.argmax(lll_nomax_bjets.pt, axis=1)]
                lll_max_jetcross = ak.cartesian({'i0': lll_fwd_lightjets, 'i1': lll_max_bjets})
                lll_submax_jetcross = ak.cartesian({'i0': lll_fwd_lightjets, 'i1': lll_submax_bjets})
                lll_fwdJet_leadbJet = np.abs(lll_max_jetcross['i0'].eta - lll_max_jetcross['i1'].eta)
                lll_fwdJet_subleadbJet = np.abs(lll_submax_jetcross['i0'].eta - lll_submax_jetcross['i1'].eta)
                lll_fwdJet_closestLepton = ak.min(ak.flatten(lll_fwd_lightjets.eta) - tight_lll.eta, axis=1)
                lll_pairs = ak.combinations(tight_lll, 2, fields=['i0', 'i1'])
                lll_maxpt_indices = ak.argmax((lll_pairs.i0 + lll_pairs.i1).pt, axis=1)
                lll_maxpt_pairs = lll_pairs[ak.local_index(lll_pairs) == lll_maxpt_indices]
                lll_highpT_sslp = ak.flatten(np.abs(lll_maxpt_pairs.i0.phi - lll_maxpt_pairs.i1.phi))
                lll_jetMaxEta = ak.fill_none(ak.max(np.abs(jets_3lep.eta[(jets_3lep.btagCSVV2 <= loose_wp) & (jets_3lep.pt > 40)]), axis=1), 0)
                lll_minDelR = ak.min(lll_pairs.i0.delta_r(lll_pairs.i1), axis=1)
                lll_nJet25 = ak.num(jets_3lep[(jets_3lep.pt > 25) & (np.abs(jets_3lep.eta) < 2.4)])
                lll_nJetEta1 = ak.num(jets_3lep[(jets_3lep.btagCSVV2 <= loose_wp) & (np.abs(jets_3lep.eta) > 1)])
                lll_TotalCharge = ak.sum(tight_lll.charge, axis=1)

                output['lll_3rdLepton_pT'].fill(dataset=dataset, lll_3rdLepton_pT=lll_3rdLepton_pT)
                output['lll_fwdJet_leadbJet'].fill(dataset=dataset, lll_fwdJet_leadbJet=ak.flatten(lll_fwdJet_leadbJet))
                output['lll_fwdJet_subleadbJet'].fill(dataset=dataset, lll_fwdJet_subleadbJet=ak.flatten(lll_fwdJet_subleadbJet))
                output['lll_fwdJet_closestLepton'].fill(dataset=dataset, lll_fwdJet_closestLepton=lll_fwdJet_closestLepton)
                output['lll_highpT_sslp'].fill(dataset=dataset, lll_highpT_sslp=lll_highpT_sslp)
                output['lll_jetMaxEta'].fill(dataset=dataset, lll_jetMaxEta=lll_jetMaxEta)
                output['lll_minDelR'].fill(dataset=dataset, lll_minDelR=lll_minDelR)
                output['lll_nJet25'].fill(dataset=dataset, lll_nJet25=lll_nJet25)
                output['lll_nJetEta1'].fill(dataset=dataset, lll_nJetEta1=lll_nJetEta1)
                output['lll_TotalCharge'].fill(dataset=dataset, lll_TotalCharge=lll_TotalCharge)

        if (di_empty == False):
            # mu-mu channel
            if ak.size(tights_2mu, axis=0) > 0:
                mumu_subleadLepton_pT = tights_2mu.pt[:, 1]
                mumu_lightjets = jets_2mu[jets_2mu.btagCSVV2 <= loose_wp]
                mumu_bjets = jets_2mu[jets_2mu.btagCSVV2 > medium_wp]
                mumu_fwd_lightjets = mumu_lightjets[ak.local_index(mumu_lightjets, axis=1) == ak.argmax(mumu_lightjets.eta, axis=1)]
                mumu_max_bjets = mumu_bjets[ak.local_index(mumu_bjets, axis=1) == ak.argmax(mumu_bjets.pt, axis=1)]
                mumu_nomax_bjets = mumu_bjets[ak.local_index(mumu_bjets, axis=1) != ak.argmax(mumu_bjets.pt, axis=1)]
                mumu_submax_bjets = mumu_nomax_bjets[ak.local_index(mumu_nomax_bjets, axis=1) == ak.argmax(mumu_nomax_bjets.pt, axis=1)]
                mumu_max_jetcross = ak.cartesian({'i0': mumu_fwd_lightjets, 'i1': mumu_max_bjets})
                mumu_submax_jetcross = ak.cartesian({'i0': mumu_fwd_lightjets, 'i1': mumu_submax_bjets})
                mumu_fwdJet_leadbJet = np.abs(mumu_max_jetcross['i0'].eta - mumu_max_jetcross['i1'].eta)
                mumu_fwdJet_subleadbJet = np.abs(mumu_submax_jetcross['i0'].eta - mumu_submax_jetcross['i1'].eta)
                mumu_fwdJet_closestLepton = ak.min(ak.flatten(mumu_fwd_lightjets.eta) - tights_2mu.eta, axis=1)
                mumu_highpT_sslp = np.abs(tights_2mu.phi[:, 0] - tights_2mu.phi[:, 1])
                mumu_jetMaxEta = ak.fill_none(ak.max(np.abs(jets_2mu.eta[(jets_2mu.btagCSVV2 <= loose_wp) & (jets_2mu.pt > 40)]), axis=1), 0)
                mumu_minDelR = tights_2mu[:, 0].delta_r(tights_2mu[:, 1])
                mumu_nJet25 = ak.num(jets_2mu[(jets_2mu.pt > 25) & (np.abs(jets_2mu.eta) < 2.4)])
                mumu_nJetEta1 = ak.num(jets_2mu[(jets_2mu.btagCSVV2 <= loose_wp) & (np.abs(jets_2mu.eta) > 1)])
                mumu_TotalCharge = ak.sum(tights_2mu.charge, axis=1)

                output['mumu_subleadLepton_pT'].fill(dataset=dataset, mumu_subleadLepton_pT=mumu_subleadLepton_pT)
                output['mumu_fwdJet_leadbJet'].fill(dataset=dataset, mumu_fwdJet_leadbJet=ak.flatten(mumu_fwdJet_leadbJet))
                output['mumu_fwdJet_subleadbJet'].fill(dataset=dataset, mumu_fwdJet_subleadbJet=ak.flatten(mumu_fwdJet_subleadbJet))
                output['mumu_fwdJet_closestLepton'].fill(dataset=dataset, mumu_fwdJet_closestLepton=mumu_fwdJet_closestLepton)
                output['mumu_highpT_sslp'].fill(dataset=dataset, mumu_highpT_sslp=mumu_highpT_sslp)
                output['mumu_jetMaxEta'].fill(dataset=dataset, mumu_jetMaxEta=mumu_jetMaxEta)
                output['mumu_minDelR'].fill(dataset=dataset, mumu_minDelR=mumu_minDelR)
                output['mumu_nJet25'].fill(dataset=dataset, mumu_nJet25=mumu_nJet25)
                output['mumu_nJetEta1'].fill(dataset=dataset, mumu_nJetEta1=mumu_nJetEta1)
                output['mumu_TotalCharge'].fill(dataset=dataset, mumu_TotalCharge=mumu_TotalCharge)

            # e-mu channel
            if ak.size(tights_emu, axis=0) > 0:
                emu_subleadLepton_pT = tights_emu.pt[:, 1]
                emu_lightjets = jets_emu[jets_emu.btagCSVV2 <= loose_wp]
                emu_bjets = jets_emu[jets_emu.btagCSVV2 > medium_wp]
                emu_fwd_lightjets = emu_lightjets[ak.local_index(emu_lightjets, axis=1) == ak.argmax(emu_lightjets.eta, axis=1)]
                emu_max_bjets = emu_bjets[ak.local_index(emu_bjets, axis=1) == ak.argmax(emu_bjets.pt, axis=1)]
                emu_nomax_bjets = emu_bjets[ak.local_index(emu_bjets, axis=1) != ak.argmax(emu_bjets.pt, axis=1)]
                emu_submax_bjets = emu_nomax_bjets[ak.local_index(emu_nomax_bjets, axis=1) == ak.argmax(emu_nomax_bjets.pt, axis=1)]
                emu_max_jetcross = ak.cartesian({'i0': emu_fwd_lightjets, 'i1': emu_max_bjets})
                emu_submax_jetcross = ak.cartesian({'i0': emu_fwd_lightjets, 'i1': emu_submax_bjets})
                emu_fwdJet_leadbJet = np.abs(emu_max_jetcross['i0'].eta - emu_max_jetcross['i1'].eta)
                emu_fwdJet_subleadbJet = np.abs(emu_submax_jetcross['i0'].eta - emu_submax_jetcross['i1'].eta)
                emu_fwdJet_closestLepton = ak.min(ak.flatten(emu_fwd_lightjets.eta) - tights_emu.eta, axis=1)
                emu_highpT_sslp = np.abs(tights_emu.phi[:, 0] - tights_emu.phi[:, 1])
                emu_jetMaxEta = ak.fill_none(ak.max(np.abs(jets_emu.eta[(jets_emu.btagCSVV2 <= loose_wp) & (jets_emu.pt > 40)]), axis=1), 0)
                emu_minDelR = tights_emu[:, 0].delta_r(tights_emu[:, 1])
                emu_nJet25 = ak.num(jets_emu[(jets_emu.pt > 25) & (np.abs(jets_emu.eta) < 2.4)])
                emu_nJetEta1 = ak.num(jets_emu[(jets_emu.btagCSVV2 <= loose_wp) & (np.abs(jets_emu.eta) > 1)])
                emu_TotalCharge = ak.sum(tights_emu.charge, axis=1)

                output['emu_subleadLepton_pT'].fill(dataset=dataset, emu_subleadLepton_pT=emu_subleadLepton_pT)
                output['emu_fwdJet_leadbJet'].fill(dataset=dataset, emu_fwdJet_leadbJet=ak.flatten(emu_fwdJet_leadbJet))
                output['emu_fwdJet_subleadbJet'].fill(dataset=dataset, emu_fwdJet_subleadbJet=ak.flatten(emu_fwdJet_subleadbJet))
                output['emu_fwdJet_closestLepton'].fill(dataset=dataset, emu_fwdJet_closestLepton=emu_fwdJet_closestLepton)
                output['emu_highpT_sslp'].fill(dataset=dataset, emu_highpT_sslp=emu_highpT_sslp)
                output['emu_jetMaxEta'].fill(dataset=dataset, emu_jetMaxEta=emu_jetMaxEta)
                output['emu_minDelR'].fill(dataset=dataset, emu_minDelR=emu_minDelR)
                output['emu_nJet25'].fill(dataset=dataset, emu_nJet25=emu_nJet25)
                output['emu_nJetEta1'].fill(dataset=dataset, emu_nJetEta1=emu_nJetEta1)
                output['emu_TotalCharge'].fill(dataset=dataset, emu_TotalCharge=emu_TotalCharge)

            # e-e channel
            if ak.size(tights_2e, axis=0) > 0:
                ee_subleadLepton_pT = tights_2e.pt[:, 1]
                ee_lightjets = jets_2e[jets_2e.btagCSVV2 <= loose_wp]
                ee_bjets = jets_2e[jets_2e.btagCSVV2 > medium_wp]
                ee_fwd_lightjets = ee_lightjets[ak.local_index(ee_lightjets, axis=1) == ak.argmax(ee_lightjets.eta, axis=1)]
                ee_max_bjets = ee_bjets[ak.local_index(ee_bjets, axis=1) == ak.argmax(ee_bjets.pt, axis=1)]
                ee_nomax_bjets = ee_bjets[ak.local_index(ee_bjets, axis=1) != ak.argmax(ee_bjets.pt, axis=1)]
                ee_submax_bjets = ee_nomax_bjets[ak.local_index(ee_nomax_bjets, axis=1) == ak.argmax(ee_nomax_bjets.pt, axis=1)]
                ee_max_jetcross = ak.cartesian({'i0': ee_fwd_lightjets, 'i1': ee_max_bjets})
                ee_submax_jetcross = ak.cartesian({'i0': ee_fwd_lightjets, 'i1': ee_submax_bjets})
                ee_fwdJet_leadbJet = np.abs(ee_max_jetcross['i0'].eta - ee_max_jetcross['i1'].eta)
                ee_fwdJet_subleadbJet = np.abs(ee_submax_jetcross['i0'].eta - ee_submax_jetcross['i1'].eta)
                ee_fwdJet_closestLepton = ak.min(ak.flatten(ee_fwd_lightjets.eta) - tights_2e.eta, axis=1)
                ee_highpT_sslp = np.abs(tights_2e.phi[:, 0] - tights_2e.phi[:, 1])
                ee_jetMaxEta = ak.fill_none(ak.max(np.abs(jets_2e.eta[(jets_2e.btagCSVV2 <= loose_wp) & (jets_2e.pt > 40)]), axis=1), 0)
                ee_minDelR = tights_2e[:, 0].delta_r(tights_2e[:, 1])
                ee_nJet25 = ak.num(jets_2e[(jets_2e.pt > 25) & (np.abs(jets_2e.eta) < 2.4)])
                ee_nJetEta1 = ak.num(jets_2e[(jets_2e.btagCSVV2 <= loose_wp) & (np.abs(jets_2e.eta) > 1)])
                ee_TotalCharge = ak.sum(tights_2e.charge, axis=1)

                output['ee_subleadLepton_pT'].fill(dataset=dataset, ee_subleadLepton_pT=ee_subleadLepton_pT)
                output['ee_fwdJet_leadbJet'].fill(dataset=dataset, ee_fwdJet_leadbJet=ak.flatten(ee_fwdJet_leadbJet))
                output['ee_fwdJet_subleadbJet'].fill(dataset=dataset, ee_fwdJet_subleadbJet=ak.flatten(ee_fwdJet_subleadbJet))
                output['ee_fwdJet_closestLepton'].fill(dataset=dataset, ee_fwdJet_closestLepton=ee_fwdJet_closestLepton)
                output['ee_highpT_sslp'].fill(dataset=dataset, ee_highpT_sslp=ee_highpT_sslp)
                output['ee_jetMaxEta'].fill(dataset=dataset, ee_jetMaxEta=ee_jetMaxEta)
                output['ee_minDelR'].fill(dataset=dataset, ee_minDelR=ee_minDelR)
                output['ee_nJet25'].fill(dataset=dataset, ee_nJet25=ee_nJet25)
                output['ee_nJetEta1'].fill(dataset=dataset, ee_nJetEta1=ee_nJetEta1)
                output['ee_TotalCharge'].fill(dataset=dataset, ee_TotalCharge=ee_TotalCharge)

        return output

    def postprocess(self, accumulator):
        lum = 35900

        # Calculates the number of events in every file we process.
        eventries = {}
        sumcheck = 0
        for key in fileset:
            eventries[key] = uproot3.numentries(fileset[key], 'Events')
            sumcheck += uproot3.numentries(fileset[key], 'Events')

        print(eventries)
        print(sumcheck)

        # Cross-sections are found in the draft note. Weights follow the formula of [cross-section * integrate luminosity]/[events]
        weights = {'tHq': (lum*0.7927)/eventries['tHq'],
                      'tHW': (lum*0.1472)/eventries['tHW'],
                      'ttW': (lum*0.6105)/eventries['ttW'],
                      'ttWJets': (lum*0.2043)/eventries['ttWJets'],
                      'ttZ': (lum*0.2529)/eventries['ttZ'],
                      'ttZJets': (lum*0.5297)/eventries['ttZJets'], # cross-section is labaled as 0.5297 / 0.692 ?
                      'ttH': (lum*0.2151)/eventries['ttH'],
                      'WZ': (lum*4.4296)/eventries['WZ'],
                      'ZZ': (lum*1.256)/eventries['ZZ'],
                      'ZZZ': (lum*0.01398)/eventries['ZZZ'],
                      'WWZ': (lum*0.1651)/eventries['WWZ'],
                      'WZZ': (lum*0.05565)/eventries['WZZ'],
                      'tttt': (lum*0.009103)/eventries['tttt'],
                      'WpWp': (lum*0.03711)/eventries['WpWp'],
                   }
        scaled = hist.Cat('scaled', 'scaled')
        for key in accumulator:
            if accumulator[key] != accumulator['cutflow']:
                # Scales each dataset along the dataset axis according to weights above.
                accumulator[key].scale(weights, axis='dataset')
                # Combines keys after scaling.
                accumulator[key] = accumulator[key].group('dataset', scaled, {'tHq': ['tHq'],
                                                                               'tHW': ['tHW'],
                                                                               'ttW': ['ttW', 'ttWJets'],
                                                                               'ttZ': ['ttZ', 'ttZJets'],
                                                                               'ttH': ['ttH'],
                                                                               'WZ': ['WZ'],
                                                                               'ZZ': ['ZZ'],
                                                                               'VVV': ['ZZZ', 'WWZ', 'WZZ'],
                                                                               'tttt': ['tttt'],
                                                                               'WpWp': ['WpWp'],
                                                                              })
        return accumulator
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from dask.distributed import Client

client = Client("tls://localhost:8786")
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import time

# This function ensures that we aren't overwriting Dask report filenames.
def unique(filename):
    file, ext = os.path.splitext(filename)
    counter = 0
    while os.path.exists(filename):
        counter += 1
        filename = file + str(counter) + ext
    return filename

tic = time.time()

from dask.distributed import performance_report
fname = unique("dask-report-" + "AUTO" + str(int(len(fileset)/18)) + "F" + ".html")
with performance_report(filename=fname):
    executor = processor.DaskExecutor(client=client)
    run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )
    output, metrics = run(fileset, "Events", processor_instance=SignalProcessor())

toc = time.time()

print("Total time: %.0f" % (toc - tic))
print("Events / s / thread: {:,.0f}".format(metrics['entries'] / metrics['processtime']))
print("Events / s: {:,.0f}".format(metrics['entries'] / (toc - tic)))













{'tHq': 3495799, 'tHW': 1499200, 'ttW': 5280565, 'ttWJets': 6700440, 'ttZ': 13764447, 'ttZJets': 10882500, 'ttH': 10039070, 'WZ': 19993200, 'ZZ': 6669988, 'ZZZ': 249237, 'WWZ': 250000, 'WZZ': 246800, 'tttt': 250000, 'WpWp': 149681, 'WGToLNuG': 6103817, 'ZGTo2LG': 14372682, 'TGJets': 1690472, 'TTGJets': 14748853}
116386751
Total time: 1006
Events / s / thread: 3,769
Events / s: 115,742







[6]:





colors = ['#99CC66', '#669966', '#CC6600', '#FF3300', '#FF9966', '#CC66FF', '#FFCC00', '#000000']


stack = True
clear = False
fill_opts = None
overlay = 'scaled'
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print('Three Lepton Channel')
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_3rdLepton_pT'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_fwdJet_leadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_fwdJet_subleadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_fwdJet_closestLepton'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_highpT_sslp'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_jetMaxEta'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_minDelR'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_nJet25'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_nJetEta1'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['lll_TotalCharge'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()













Three Lepton Channel
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<matplotlib.legend.Legend at 0x7f3f54101e80>
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print('mu-mu Channel')
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_subleadLepton_pT'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_fwdJet_leadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_fwdJet_subleadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_fwdJet_closestLepton'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_highpT_sslp'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_jetMaxEta'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_minDelR'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_nJet25'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_nJetEta1'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['mumu_TotalCharge'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()













mu-mu Channel
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<matplotlib.legend.Legend at 0x7f3e78231d60>
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print('e-mu Channel')
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_subleadLepton_pT'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_fwdJet_leadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_fwdJet_subleadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_fwdJet_closestLepton'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_highpT_sslp'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_jetMaxEta'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_minDelR'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_nJet25'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_nJetEta1'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['emu_TotalCharge'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()













e-mu Channel
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<matplotlib.legend.Legend at 0x7f3e787c9b20>
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print('e-e Channel')
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_subleadLepton_pT'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_fwdJet_leadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_fwdJet_subleadbJet'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_fwdJet_closestLepton'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_highpT_sslp'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_jetMaxEta'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_minDelR'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_nJet25'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_nJetEta1'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()
fig, ax = plt.subplots(1)
ax.set_prop_cycle(cycler(color=colors))
hist.plot1d(output['ee_TotalCharge'], overlay=overlay, stack=stack, ax=ax, clear=clear, fill_opts=fill_opts)
ax.set_ylim(0, None)
ax.legend()













e-e Channel







[12]:







<matplotlib.legend.Legend at 0x7f3e781fcee0>
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[ ]:





for key, value in output[0]['cutflow'].items():
    print(key, value)








[ ]:
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Introduction


This tutorial is intended to be a walkthrough of the foundations of an analysis implemented in Coffea (specifically, single top-Higgs production, https://doi.org/10.1103/PhysRevD.99.092005). We will go through data selection using a columnar representation, go over some edge cases to that representation, and plot some relevant data. At the end, we will wrap everything together and demonstrate how Coffea can be easily deployed for scaling an analysis up. This is also a prime opportunity to show
off a prototype analysis facility being developed by the coffea-casa team, which was also presented at PyHEP 2020 by Oksana Shadura (“YouTube: A prototype U.S. CMS analysis facility”).


Foundations


For the purposes of this tutorial, we will load in a sample file used in the analysis, as well as NanoEvents from the Coffea package. A NanoEvents tutorial is available which gives a detailed description, but I will give a quick exploration of how it can be used to access data.



[1]:





import numpy as np
import awkward as ak
from coffea.nanoevents import NanoEventsFactory, NanoAODSchema
import time

file = 'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/38E83594-51BD-7D46-B96D-620DD60078A7.root'
events = NanoEventsFactory.from_root(file, entry_stop=100000).events()







NanoEvents lazily reads file into a jagged array structure (specifically, an awkward array), events. We can poke around events by looking at the .fields attribute, which tells us all of the possible fields we can access.



[2]:





print(events)
print('\n')
print(events.fields)













[<event 1:351:70006>, <event 1:351:70008>, ... <event 1:3340:167977>]


['HTXS', 'SoftActivityJetHT10', 'SoftActivityJet', 'Muon', 'GenJetAK8', 'HLTriggerFirstPath', 'L1', 'LHEWeight', 'ChsMET', 'SoftActivityJetHT5', 'SubJet', 'Generator', 'fixedGridRhoFastjetCentral', 'fixedGridRhoFastjetAll', 'LHEScaleWeight', 'LHEPart', 'TrigObj', 'LHE', 'OtherPV', 'GenJet', 'run', 'PSWeight', 'SoftActivityJetHT2', 'CaloMET', 'Photon', 'fixedGridRhoFastjetCentralNeutral', 'MET', 'genWeight', 'PV', 'GenPart', 'HLTriggerFinalPath', 'luminosityBlock', 'TkMET', 'L1simulation', 'Jet', 'LHEReweightingWeight', 'fixedGridRhoFastjetCentralCalo', 'PuppiMET', 'Electron', 'Tau', 'GenVisTau', 'SV', 'CorrT1METJet', 'SoftActivityJetNjets10', 'SoftActivityJetNjets5', 'SubGenJetAK8', 'event', 'HLT', 'GenDressedLepton', 'genTtbarId', 'SoftActivityJetHT', 'SoftActivityJetNjets2', 'L1PreFiringWeight', 'LHEPdfWeight', 'RawMET', 'Pileup', 'Flag', 'GenMET', 'IsoTrack', 'FatJet', 'fixedGridRhoFastjetCentralChargedPileUp', 'btagWeight']






These fields can be accessed as attributes of the event array. Awkward1 functions can be executed to see additional information. For example, with Muon, we might want to see the size:



[33]:





print(events.Muon)
print(ak.num(events.Muon, axis=0))
print(ak.sum(ak.num(events.Muon, axis=1)))













[[Muon, Muon], [], [Muon], [], [], ... [Muon, Muon, Muon, Muon], [Muon], [Muon]]
100000
100919






A note about structure: notice that events.Muon is jagged; it is an array of subarrays, which have arbitrary length (they can even be empty)! The only thing that’s necessary is that each event has one subarray. As we can see above, in our example some subarrays have one muon, some have two, some have none, some even have four; the total, however, is 100919 muons, spread across 100000 subarrays.


In Awkward, ak.num is the standard way to query size. Specifying axis=0 gives you the number of subarrays, while specifying axis=1 gives you an array with the sizes of each subarray, which you can then sum to get the number of muons. If there was further depth to our jaggedness, we might go to axis=2, and so on. Always, 0 is the “least-deep” axis and the maximum axis is the “most-deep.”


The Muon array also has further depth to it (most event fields do!) We can look at its fields just as we did with the events array, and we can access any of them as an attribute of events.Muon. As an example, pt:


[4]:





print(events.Muon.fields)
print('\n')
print(events.Muon.pt)













['charge', 'cleanmask', 'dxy', 'dxyErr', 'dz', 'dzErr', 'eta', 'genPartFlav', 'genPartIdx', 'genPartIdxG', 'highPtId', 'inTimeMuon', 'ip3d', 'isGlobal', 'isPFcand', 'isTracker', 'jetIdx', 'jetIdxG', 'jetPtRelv2', 'jetRelIso', 'looseId', 'mass', 'mediumId', 'mediumPromptId', 'miniIsoId', 'miniPFRelIso_all', 'miniPFRelIso_chg', 'multiIsoId', 'mvaId', 'mvaLowPt', 'mvaTTH', 'nStations', 'nTrackerLayers', 'pdgId', 'pfIsoId', 'pfRelIso03_all', 'pfRelIso03_chg', 'pfRelIso04_all', 'phi', 'pt', 'ptErr', 'segmentComp', 'sip3d', 'softId', 'softMvaId', 'tightCharge', 'tightId', 'tkIsoId', 'tkRelIso', 'triggerIdLoose', 'tunepRelPt']


[[48.4, 32.7], [], [61.2], [], [], ... [49.6, 24.6, 11.8, 3.96], [3.95], [18]]






It’s important that you feel comfortable accessing data within the events array as a basis for the rest of this tutorial. Please, take a moment and play around with it!


[ ]:













Now, we can access data, but how do we manipulate it? Possibly the most critical component of columnar analysis is the concept of masking. A mask is an array of booleans, which another array can be masked by, thus accepting or rejecting elements of that array based on whether the corresponding mask element is True or False. A basic example below:


[5]:





data = np.array(['a', 'b', 'd', 'c'])
mask = np.array([True, True, False, True])

data[mask]








[5]:







array(['a', 'b', 'c'], dtype='<U1')






We can generate a mask by executing a conditional statement involving any of our awkward arrays. Let’s say we want to select muons whose pt > 40:



[6]:





muons = events.Muon

print('Unmasked data:')
print(muons.pt)

print('\nMask of data:')
print(muons.pt > 40)

print('\nMasked data:')
print(muons.pt[muons.pt > 40])













Unmasked data:
[[48.4, 32.7], [], [61.2], [], [], ... [49.6, 24.6, 11.8, 3.96], [3.95], [18]]

Mask of data:
[[True, False], [], [True], [], ... [True, False, False, False], [False], [False]]

Masked data:
[[48.4], [], [61.2], [], [], [77.5], [], ... [50.6], [], [], [], [49.6], [], []]






We will employ masking in our analysis to reject leptons and events which do not meet the cuts that we desire.

Lepton Selection


Let’s now begin with some lepton selectionn, which lends itself towards a simple columnar implementation. We will begin with muons, which have relatively straight-forward cuts, and show off some more complexity with electrons. All tables of cuts are taken from the single top-Higgs analysis mentioned above.

Muon Selection


[image: fb046b19fc144b3bbc2967b881a8bab8]

How would we make these cuts with our columnar tools? An easy three-step plan:

	generate a mask for each condition


	combine them together into a single mask


	mask the muon array with the final mask



In practice, we can skip the second step by stringing our conditionals together with &’s. A quick warning: for masks in Coffea, ‘&’ should always be used over ‘and,’ as the latter is considered ambiguous. This is an underlying quirk of numpy.

The only intermediate step is figuring out which fields you need and how they are structured; I’ve left in an extra cell if you want to poke at any specific ones.



[7]:





loose_muons = muons[(np.abs(muons.eta) < 2.4) &
                    (muons.pt > 5) &
                    (np.abs(muons.dxy) < 0.05) &
                    (np.abs(muons.dz) < 0.1) &
                    (muons.sip3d < 8) &
                    (muons.miniPFRelIso_all < 0.4) &
                    (muons.looseId)]
                    # Note that no other cuts are necessary for loose muons!

# To construct the tight selection, we may as well make use of the loose cut, since they overlap.
tight_muons = loose_muons[(loose_muons.pt > 15) &
                         (loose_muons.mediumId) &
                         (loose_muons.tightCharge > 1) &
                         (loose_muons.mvaTTH > 0.9)]








[8]:





print(muons.fields)
print('\n')
print(muons.mediumId)













['charge', 'cleanmask', 'dxy', 'dxyErr', 'dz', 'dzErr', 'eta', 'genPartFlav', 'genPartIdx', 'genPartIdxG', 'highPtId', 'inTimeMuon', 'ip3d', 'isGlobal', 'isPFcand', 'isTracker', 'jetIdx', 'jetIdxG', 'jetPtRelv2', 'jetRelIso', 'looseId', 'mass', 'mediumId', 'mediumPromptId', 'miniIsoId', 'miniPFRelIso_all', 'miniPFRelIso_chg', 'multiIsoId', 'mvaId', 'mvaLowPt', 'mvaTTH', 'nStations', 'nTrackerLayers', 'pdgId', 'pfIsoId', 'pfRelIso03_all', 'pfRelIso03_chg', 'pfRelIso04_all', 'phi', 'pt', 'ptErr', 'segmentComp', 'sip3d', 'softId', 'softMvaId', 'tightCharge', 'tightId', 'tkIsoId', 'tkRelIso', 'triggerIdLoose', 'tunepRelPt']


[[True, True], [], [True], [], [], ... [True, False, False, True], [True], [True]]






Let’s do the same thing for electrons, which are slightly complicated because some of the cuts fall into a set of two ranges: 0 < |\(\eta\)| < 1.479 and 1.479 < |\(\eta\)| < 2.5. These are listed respectively in parentheses: (range 1, range 2).


Electron Selection


[image: 50f2d9216f23459aa30353d9cd875384]

A cell has been provided, again, for field-prodding purposes.


[9]:





electrons = events.Electron

# This ends up getting referenced a lot. Let's not generate it every time!
abs_eta = np.abs(electrons.eta)

loose_electrons = electrons[(abs_eta < 2.5) &
                           (electrons.pt > 7) &
                           (np.abs(electrons.dxy) < 0.05) &
                           (np.abs(electrons.dz) < 0.1) &
                           (electrons.miniPFRelIso_all < 0.4) &
                           (electrons.lostHits < 2) &
                           # The scary one, the only one with two ranges in loose selection.
                           (((electrons.mvaFall17V2noIso > 0) & (abs_eta < 1.479)) |
                            ((electrons.mvaFall17V2noIso > 0.7) & (abs_eta > 1.479) & (abs_eta < 2.5)))]

# Again, all tight leptons pass the loose cut, so we may as well cut down on passing the same cuts twice.
# But we'll have to redefine abs_eta again!
abs_eta = np.abs(loose_electrons.eta)

tight_electrons = loose_electrons[(loose_electrons.pt > 15) &
                                 (loose_electrons.lostHits == 0) &
                                 (loose_electrons.tightCharge > 1) &
                                 (loose_electrons.convVeto) &
                                 (loose_electrons.mvaTTH > 0.90) &
                                 # Two ranges for sigma_ieie.
                                 (((abs_eta < 1.479) & (loose_electrons.sieie < 0.011)) |
                                 ((abs_eta < 2.5) & (abs_eta > 1.479) & (loose_electrons.sieie < 0.03))) &
                                 # Two ranges for H/E
                                 (((abs_eta < 1.479) & (loose_electrons.hoe < 0.1)) |
                                 ((abs_eta < 2.5) & (abs_eta > 1.479) & (loose_electrons.hoe < 0.07))) &
                                 # Two ranges for 1/E - 1/p
                                 (((abs_eta < 1.479) & (loose_electrons.eInvMinusPInv < 0.01) & (loose_electrons.eInvMinusPInv > -0.05)) |
                                 ((abs_eta < 2.5) & (abs_eta > 1.479) & (loose_electrons.eInvMinusPInv < 0.005) & (loose_electrons.eInvMinusPInv > -0.05)))]








[10]:





print(events.Electron.fields)
print('\n')
print(events.Electron.lostHits)













['charge', 'cleanmask', 'convVeto', 'cutBased', 'cutBased_Fall17_V1', 'cutBased_HEEP', 'cutBased_HLTPreSel', 'cutBased_Spring15', 'cutBased_Sum16', 'deltaEtaSC', 'dr03EcalRecHitSumEt', 'dr03HcalDepth1TowerSumEt', 'dr03TkSumPt', 'dr03TkSumPtHEEP', 'dxy', 'dxyErr', 'dz', 'dzErr', 'eCorr', 'eInvMinusPInv', 'energyErr', 'eta', 'genPartFlav', 'genPartIdx', 'genPartIdxG', 'hoe', 'ip3d', 'isPFcand', 'jetIdx', 'jetIdxG', 'jetPtRelv2', 'jetRelIso', 'lostHits', 'mass', 'miniPFRelIso_all', 'miniPFRelIso_chg', 'mvaFall17V1Iso', 'mvaFall17V1Iso_WP80', 'mvaFall17V1Iso_WP90', 'mvaFall17V1Iso_WPL', 'mvaFall17V1noIso', 'mvaFall17V1noIso_WP80', 'mvaFall17V1noIso_WP90', 'mvaFall17V1noIso_WPL', 'mvaFall17V2Iso', 'mvaFall17V2Iso_WP80', 'mvaFall17V2Iso_WP90', 'mvaFall17V2Iso_WPL', 'mvaFall17V2noIso', 'mvaFall17V2noIso_WP80', 'mvaFall17V2noIso_WP90', 'mvaFall17V2noIso_WPL', 'mvaSpring16GP', 'mvaSpring16GP_WP80', 'mvaSpring16GP_WP90', 'mvaSpring16HZZ', 'mvaSpring16HZZ_WPL', 'mvaTTH', 'pdgId', 'pfRelIso03_all', 'pfRelIso03_chg', 'phi', 'photonIdx', 'photonIdxG', 'pt', 'r9', 'seedGain', 'sieie', 'sip3d', 'tightCharge', 'vidNestedWPBitmap', 'vidNestedWPBitmapSpring15', 'vidNestedWPBitmapSum16']


[[], [0, 0], [0, 0, 0], [3, 0], [], [0, 0, 0, ... [0], [2, 3], [0], [], [1], [1], []]






Event Selections


Okay, now that we’ve selected some good leptons, let’s follow the event selection as prescribed:


[image: 56b704d00f964cb6980ab50f17353ffd]

In order to simplify all of these cuts, we’re just going to go step-by-step in generating individual masks for each condition, and then we’ll combine them all at the end. We begin with the jet cuts. Note that we’re only interested in having at least one jet passing or failing the respective working points, so while any conditionals we make are per-jet, what we actually want is a per-event mask. We can sum the Trues in each subarray and make sure there is at least one, since they are equivalent
to 1 (and False is 0).


[11]:





loose_wp = 0.5425
medium_wp = 0.8484

jets = events.Jet

jetMask_medium = ((np.abs(jets.eta) < 2.4) & (jets.pt > 25) &
                  (jets.btagCSVV2 > medium_wp))
print('Jet Level (all jets)')
print(jetMask_medium)
jetMask_medium = ak.sum(jetMask_medium, axis=1) >= 1
print('\nEvent Level (at least one jet)')
print(jetMask_medium)

jetMask_loose = ak.sum(((((np.abs(jets.eta) < 2.4) & (jets.pt > 25)) | ((jets.pt > 40) & (np.abs(jets.eta) > 2.4))) &
                 (jets.btagCSVV2 <= loose_wp)), axis=1) >= 1













Jet Level (all jets)
[[False, False, True, False, False, False, ... False, False, False, False, False]]

Event Level (at least one jet)
[True, True, True, True, True, True, True, ... False, True, True, True, True, True]






Okay, the next challenge we come to is making sure there are “no loose leptons with \(m_{ll} < 12 GeV\).” A problem immediately arises: how do we work with all pairs of leptons? We have an array of muons, we have an array of electrons, but we don’t have a singular Lepton object. A columnar solution would be to construct such an object, while adding in an additional index variable to identify muons and electrons apart from each other, so that they remain distinct.


As of Awkward1, building such an object is possible (for versions of coffea < 0.7, you’ll have to find a workaround)! We first need to add a flavor field (which is labeled 0 for muons, 1 for electrons), and then concatenate the two lepton arrays:



[12]:





loose_muons = ak.with_field(loose_muons, 0, 'flavor')
loose_electrons = ak.with_field(loose_electrons, 1, 'flavor')
# Note the addition of ak.with_name. This just preserves the use of some functions that Muon and Electron had (e.g., delta_r())
loose_leptons = ak.with_name(ak.concatenate([loose_muons, loose_electrons], axis=1), 'PtEtaPhiMCandidate')







Let’s take a look at this in practice. Below, we can see our muon and electron pts, and then the pts of our new leptons array. We can still recover whether an object is a Muon or Electron because we’ve added our flavor field.


[34]:





print('Muons:')
print(loose_muons.pt)
print('\nElectrons:')
print(loose_electrons.pt)
print('\nLeptons:')
print(loose_leptons.pt)
print('\nLepton Types:')
print(loose_leptons.flavor)













Muons:
[[32.7], [], [61.2], [], [], [77.5], [], ... [50.6], [], [], [15.9], [], [], []]

Electrons:
[[], [84.5, 27.3], [89.7], [37.1], [], [], ... 94.4], [], [95.8], [], [], [7.58], []]

Leptons:
[[32.7], [84.5, 27.3], [61.2, 89.7], [37.1], ... [95.8], [15.9], [], [7.58], []]

Lepton Types:
[[0], [1, 1], [0, 1], [1], [], [0], [], ... 1], [0, 1], [], [1], [0], [], [1], []]






Now, let’s return to our selection! Recall that our goal is to have “no loose leptons with \(m_{ll} < 12 GeV\).” Okay; all we need is to generate all pairs within our loose_leptons array and ensure they meet our mass requirement.


Luckily, Awkward1 also comes with combinatorics tools that help us with the “get all pairs” portion. In particular, ak.combinations(loose_leptons, 2) will generate all possible pairs of leptons in each event. We can add an optional fields attribute so that we can retrieve each part of the pairs (for, say, adding them together).


Below, we print the pt of each subcomponent of this process as a demonstration. Note some limitations: loose_pairs does not have a pt because it is a tuple, so to see the pt of both of our pairs I had to generate a separate combination of the loose_leptons pts.



[14]:





loose_pairs = ak.combinations(loose_leptons, 2, fields=['i0', 'i1'])
print('Leptons:')
print(loose_leptons.pt)
print('\nLepton Pairs:')
print(ak.combinations(loose_leptons.pt, 2))
print('\nFirst of Pair:')
print(loose_pairs['i0'].pt)
print('\nSecond of Pair:')
print(loose_pairs['i1'].pt)













Leptons:
[[32.7], [84.5, 27.3], [61.2, 89.7], [37.1], ... [95.8], [15.9], [], [7.58], []]

Lepton Pairs:
[[], [(84.5, 27.3)], [(61.2, 89.7)], [], ... 50.6, 94.4)], [], [], [], [], [], []]

First of Pair:
[[], [84.5], [61.2], [], [], [], [], [], ... [], [50.6], [], [], [], [], [], []]

Second of Pair:
[[], [27.3], [89.7], [], [], [], [], [], ... [], [94.4], [], [], [], [], [], []]







[15]:





loose_pairs_mass = (loose_pairs.i0 + loose_pairs.i1).mass
looseMask = (ak.all(loose_pairs_mass >= 12, axis=1) & ak.num(loose_pairs_mass) > 0)







We will now implement the rest of these, making use of our stacked array object. As a reminder, those cuts are:


[image: 8e7299b8dc944fc5b81c79130cf8583a]


[16]:





# Dilepton selection.
tight_muons = ak.with_field(tight_muons, 0, 'flavor')
tight_electrons = ak.with_field(tight_electrons, 1, 'flavor')
tight_leptons = ak.with_name(ak.concatenate([tight_muons, tight_electrons], axis=1), 'PtEtaPhiMCandidate')
tight_pairs = ak.combinations(tight_leptons, 2, fields=['i0', 'i1'])

# We want exactly one same-sign pair.
dileptonMask = ak.any(((ak.num(tight_pairs) == 1) & (tight_pairs['i0'].charge == tight_pairs['i1'].charge)), axis=1)

# We want at least one lepton to have pt > 25. They have pt > 15 through the lepton selection.
dileptonMask = dileptonMask & ak.any(((tight_pairs['i0'].pt > 25) | (tight_pairs['i1'].pt > 25)), axis=1)

# Okay, now we need to identify ee pairs, and check that their separation from the Z mass is sufficient.
# Our flavor tracker helps us with this. If we add the flavor of a pair, then since e = 1, mu = 0, 2 indicates ee.
tight_types = (tight_pairs['i0'].flavor + tight_pairs['i1'].flavor)
dileptonMask = dileptonMask & ak.any(((tight_types < 2) | (np.abs((tight_pairs['i0'] + tight_pairs['i1']).mass - 91.18) > 10)), axis=1)


# Trilepton selection.
tight_triples = ak.combinations(tight_leptons, 3, fields=['i0', 'i1', 'i2'])

# We want exactly three leptons in each event, or one triplet.
trileptonMask = (ak.num(tight_triples) == 1)

# Again, we want at least one lepton in the triplet to have pt > 25.
trileptonMask = trileptonMask & ak.any((tight_triples['i0'].pt > 25) | (tight_triples['i1'].pt > 25) | (tight_triples['i2'].pt > 25), axis=1)

# Then we want to discard OSSF pairs that are close to the Z mass. We don't need our stacked array for this.
tight_muon_pairs = ak.combinations(tight_muons, 2, fields=['i0', 'i1'])
tight_electron_pairs = ak.combinations(tight_electrons, 2, fields=['i0', 'i1'])

# Takes a pair, tells you if it is an OSSF with |m_ll - m_z| < 15. Reject these events.
def ossf_zmass_check(dileptons):
    return ak.any((dileptons['i0'].charge != dileptons['i1'].charge) &
            (np.abs(91.18 - (dileptons['i0'] + dileptons['i1']).mass) < 15.), axis=1)

trileptonMask = trileptonMask & (~ossf_zmass_check(tight_muon_pairs)) & (~ossf_zmass_check(tight_electron_pairs))







And that gives us masks for all of the conditions we need. We can now go back to our friendly arrays, put all of our masks together, and apply them to our leptons with ease, getting a dilepton and a three-lepton array for each lepton.


[17]:





dilepton_event = (looseMask) & (dileptonMask) & (jetMask_medium) & (jetMask_loose)
trilepton_event = (looseMask) & (trileptonMask) & (jetMask_medium) & (jetMask_loose)

tight_ll_electrons = tight_electrons[dilepton_event]
tight_lll_electrons = tight_electrons[trilepton_event]
tight_ll_muons = tight_muons[dilepton_event]
tight_lll_muons = tight_muons[trilepton_event]







From here, we can break our results naturally into different channels in a columnar fashion. For example, mumu events are simply those where tight_ll_muons.counts == 2, as the dileptonMask guarantees events with 2 leptons, and 2 muons thus implies 0 electrons.


[18]:





mumu_channel = tight_ll_muons[ak.num(tight_ll_muons) == 2]
ee_channel = tight_ll_electrons[ak.num(tight_ll_electrons) == 2]







Plotting


On to some visuals! Coffea has a Hist class dedicated to histogramming, which will be comfortable and familiar to use if you’ve ever touched Matplotlib. We can use this class, again with some minor columnar manipulations, to plot some parameters of interest. Let’s stick to the mumu and ee channels for this, since they’re already defined above.

Let’s try something simple: a plot of the pt of the 2nd-highest-pt lepton in each event. Because awkward arrays are naturally sorted from highest to lowest pt, this’ll just involve slicing an array to get the second muon in each event.



[19]:





from coffea import hist

# For all event pts (:), get second index (1). Also, removed jagged structure to get flat array.
mumu_pt2 = mumu_channel.pt[:, 1]
ee_pt2 = ee_channel.pt[:, 1]

second_pt = hist.Hist("Events",
                      hist.Cat(name='channel', label='Channel'),
                      hist.Bin(name='pt2', label='Second pT', n_or_arr=20, lo= 0, hi=150))

second_pt.fill(channel='mumu', pt2=mumu_pt2)
second_pt.fill(channel='ee', pt2=ee_pt2)

hist.plot1d(second_pt, overlay='channel')








[19]:







<AxesSubplot:xlabel='Second pT', ylabel='Events'>











[image: ../_images/gallery_analysis_tutorial_39_1.png]




How about something with a little more topology? Let’s plot “\(\Delta \eta\) between the max-\(\eta\) light jet and the max-pt bjet.” In our case, a light jet will be defined as one that fails loose_wp and a bjet will be one that passes medium_wp. For simplicity, we will stay strictly in the mumu channel.


[20]:





mumu_jets = jets[dilepton_event & (ak.num(tight_muons) == 2)]

light_jets = mumu_jets[mumu_jets.btagCSVV2 <= loose_wp]
bjets = mumu_jets[mumu_jets.btagCSVV2 > medium_wp]







Now, this cut is simplified slightly by the fact that we only desire one of each jet type in an event. We can thus do a simple array selection to get our max-\(\eta\) light jet and our max-pt bjet, then do a .cross() between them to generate the pairs (and filter out empty events, though our event selection should disallow this). A .cross() is like a .choose(), but it generates pairs across arrays, rather than within one.


[21]:





# argmax() returns the index of the maximum-valued element. Just another way to get max for an unordered array.
max_light_jets = light_jets[ak.local_index(light_jets, axis=1) == ak.argmax(light_jets.eta, axis=1)]
max_bjets = bjets[ak.local_index(bjets, axis=1) == ak.argmax(bjets.pt, axis=1)]

cross_jets = ak.cartesian({'i0': max_bjets, 'i1': max_light_jets})
print('Max-pt bjets:')
print(max_bjets)
print('\nMax-Eta Light Jets:')
print(max_light_jets)
print('\nCrossed:')
print(cross_jets)













Max-pt bjets:
[[Jet], [Jet], [Jet], [Jet], [Jet], [Jet, ... [Jet], [Jet], [Jet], [Jet], [Jet]]

Max-Eta Light Jets:
[[Jet], [Jet], [Jet], [Jet], [Jet], [Jet, ... [Jet], [Jet], [Jet], [Jet], [Jet]]

Crossed:
[[{i0: Jet, i1: Jet}], [{i0: Jet, i1: Jet}], ... i1: Jet}], [{i0: Jet, i1: Jet}]]






And now all we have to do is find the difference in \(\eta\) between the values of the pair. The respective pair-wise elements can once again be accessed by .i0 and .i1. We take their difference (which is taking the difference of their Lorentz vector) and then ask for \(\eta\).


[22]:





# For all event pts (:), get second index (1). Also, removed jagged structure to get flat array.
mumu_fwdJet_leadbJet = np.abs(cross_jets['i0'].eta - cross_jets['i1'].eta)

mumu_etadiff = hist.Hist("Events",
                      hist.Cat(name='channel', label='Channel'),
                      hist.Bin(name='etadiff', label=r'$\Delta \eta$ between the max-$\eta$ light jet and the max-pt bjet', n_or_arr=20, lo=0, hi=6))

mumu_etadiff.fill(channel='mumu', etadiff=ak.flatten(mumu_fwdJet_leadbJet))
hist.plot1d(mumu_etadiff, overlay='channel')








[22]:







<AxesSubplot:xlabel='$\\Delta \\eta$ between the max-$\\eta$ light jet and the max-pt bjet', ylabel='Events'>











[image: ../_images/gallery_analysis_tutorial_45_1.png]




Demo


Alright, we’ve seen a lot of neat columnar tools, but it doesn’t end there! Coffea also makes scale-out easy. All we have to do is bundle up our work in the process.ProcessorABC class, and we can feed in however many files we desire (which is, probably, more than 1) with ease. This class also features several executors which allow deployment on Dask, Spark, and Parsl, as well as your local machine.

To end this tutorial, we will diverge from this notebook a little bit, as I will demonstrate a run of the analysis on a Dask cluster; specifically, the coffea-casa analysis facility mentioned earlier. If you want to look at, use as a reference, or play with my analysis later, you can run the analysis file that I’ve provided, which uses the futures_executor to execute locally. You will, however, need a CMS certificate to be able to access its datasets. Failure to do so will result in the
oh-so-familiar OSError: [FATAL] Invalid address.

Acknowledgements


These projects are supported by National Science Foundation grants ACI-1450323 (through DIANA-HEP), OAC-1836650 (through IRIS-HEP), and PHY-1624356 (through U.S. CMS).



  
    
    

    Coffea Casa Analysis Template
    

    

    
 
  

    
      
          
            
  
Coffea Casa Analysis Template


Table of Contents


	Introduction


	Loading Files


	The Processor Class


	Skeleton


	Specifications


	Minimal Processor






	The Dask Executor


	Scheduler Setup


	Running the Analysis






	Miscellaneous


	ServiceX










Introduction

This is a template file to elucidate the structure of a typical analysis notebook on coffe-casa. We will load in sample data, create a minimal processor class, and run the Dask executor.


[1]:





import coffea
import coffea.processor as processor
from coffea import hist









Loading Files

A dataset is parsed as a dictionary where each key is a dataset name, and each value is a list of files in that dataset. You can have multiple datasets (multiple keys), and you can have multiple files in a dataset (multiple pointers in the list). Typically, CMS files will require authentication, but coffea-casa does away with this by implementation of tokens. In order to bypass authentication, replace the redirector portion of your file with xcache; i.e., the file:

root://xrootd.unl.edu//eos/cms/store/mc/RunIIAutumn18NanoAODv7/DYJetsToLL_M-50_TuneCP5_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/Nano02Apr2020_102X_upgrade2018_realistic_v21_ext2-v1/260000/47DA174D-9F5A-F745-B2AA-B9F66CDADB1A.root

becomes

root://xcache//eos/cms/store/mc/RunIIAutumn18NanoAODv7/DYJetsToLL_M-50_TuneCP5_13TeV-amcatnloFXFX-pythia8/NANOAODSIM/Nano02Apr2020_102X_upgrade2018_realistic_v21_ext2-v1/260000/47DA174D-9F5A-F745-B2AA-B9F66CDADB1A.root

Below, we load in two datasets. The first has six files, and the second has four.


[2]:





fileset = {'tHq': ['root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/38E83594-51BD-7D46-B96D-620DD60078A7.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/3A3BA22C-AA71-2544-810A-6DF4C6BA96FC.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/3AFB1F42-BC6D-D44E-86FD-DB93C83F88FF.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/A37B4B7A-FB5B-484D-8577-40B860D77D23.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/E3C7548E-EE40-BA45-9130-17DF56FBE537.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THQ_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/100000/F9EFC559-09E9-BB48-8150-9AA8B7F02C1C.root'],
            'tHW': ['root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/2806293E-D1DD-4A49-A274-0CC3BA57BBDF.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/2F19962E-1DFB-A14A-91C2-30B69D5651D3.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/D9744111-ED04-3F47-A52A-C18424F01609.root',
                    'root://xcache//store/mc/RunIISummer16NanoAODv5/THW_Hincl_13TeV-madgraph-pythia8_TuneCUETP8M1/NANOAODSIM/PUMoriond17_Nano1June2019_102X_mcRun2_asymptotic_v7-v1/70000/E4CFA095-E7DB-B449-986D-1A5D21FD1D50.root']}









The Processor Class


Skeleton


[3]:





class Processor(processor.ProcessorABC):
    def __init__(self):
        ''' Define histogram properties here. '''

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        ''' Define analysis details here. '''
        return output

    def postprocess(self, accumulator):
        ''' Define weights, scaling, rebinning here.'''
        return accumulator









Specifications

This part is pure Coffea [https://coffeateam.github.io/coffea/reference.html]. The processor class encapsulates all of our analysis. It is what we send to our executor, which forwards it to our workers. For detailed instructions on how to create the processor class, see the Coffea examples and documentation, or refer to the benchmarks and analysis in this repository. In short:

__init__: This is where we define our histograms. Categorical or sparse axes (Cats) split data vertically, into different categories. Bin or dense axes (Bins) split data horizontally, into the ‘bars’ of the histogram. We also define an accumulator here. Data that is fed to the Processor is split into chunks, and we need to add all of these chunks together to get a histogram of all chunks. The accumulator is a tool that allows us to do this, by enabling easy object addition; i.e.,
[AwkwardArray1] + [AwkwardArray2] = [AwkwardArray1 + AwkwardArray2].

accumulator: This is a helper method for our accumulator. Just return the accumulator in it.

process: This is where all of the magic actually happens. All of your analysis code should go here. The current Coffea standard is to use NanoEvents for reading data. For a primer on columnar analysis, see the benchmarks and analysis in this repository, or the Coffea documentation’s examples.

postprocess: This is where we can make post-analysis adjustments, such as rebinning or scaling our histograms.



Minimal Processor

We’ll just plot the MET of our sample datasets. MET is an event-level property, so our arrays are flat and not jagged, which makes things a little more simple.


[4]:





class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        # Split data into 50 bins, ranging from 0 to 100.
        MET_axis = hist.Bin("MET", "MET [GeV]", 50, 0, 100)

        self._accumulator = processor.dict_accumulator({
            'MET': hist.Hist("Counts", dataset_axis, MET_axis),
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]
        MET = events.MET.pt

        output['MET'].fill(dataset=dataset, MET=MET)
        return output

    def postprocess(self, accumulator):
        return accumulator










The Dask Executor


Scheduler Setup

This is where Dask [https://dask.org/] comes in. Now that we have a minimal processor put together, we can execute it on our sample data. This requires an executor. Coffea comes with basic executors such as futures_executor and iterative_executor which use strictly Pythonic tools. The Dask executor (dask_executor), however, is more sophisticated for cluster computing, and coffea-casa enables its usage.

In the JupyterLab sidebar, you should see a sidecar dedicated to Dask:

[image: Drawing]

You can click on the UNL HTCondor Cluster button and drag it out into a block of the Jupyter Notebook, and it will paste everything necessary to connect to the Dask scheduler. It should look something like this (of course, the IP will be different):

[image: Drawing]

The Dask workers will then connect to this scheduler when the executor is run. Do this in the code block below!


[ ]:















Running the Analysis

Then, all we have to do is run the executor. This is done through the processor.run_uproot_job method. It requires the following to be provided as arguments:

fileset: The files we want to run our analysis on. In our case, the sample file defined earlier.

treename: This is the name of the tree inside of the root file. For NanoAODs, I believe this should always just be ‘Events.’

executor: The executor that we wish to use; coffea-casa is intended to be used with the Dask executor. You can also try futures_executor and iterative_executor, and both can be useful for debugging or troubleshooting when workers are acting up with errors.

executor_args: There’s a lot of optional arguments you can put in the dictionary here. See the run_uproot_job documentation [https://coffeateam.github.io/coffea/api/coffea.processor.run_uproot_job.html]. At minimum, we need to point to a Dask scheduler ('client': client) if we’re using the Dask executor; we do not need to do this for the futures or iterative executor. If you’re using NanoEvents, then you need to say so ('schema': processor.NanoAODSchema).

chunksize: Coffea will split your data into chunks with this many events. If your data has a million events and your chunksize is 250000, you’ll have four chunks. There is also a maxchunks argument you can put in, which will stop the analysis after a certain number of chunks are reached. In other words, maxchunks=2 will only process 500000 events of your million. This can be useful for debugging.


[6]:





output = processor.run_uproot_job(fileset=fileset,
                       treename="Events",
                       processor_instance=Processor(),
                       executor=processor.dask_executor,
                       executor_args={'client': client, 'schema': processor.NanoAODSchema},
                       chunksize=250000)













[########################################] | 100% Completed | 30.9s









Miscellaneous


ServiceX

ServiceX [https://servicex.readthedocs.io/en/latest/introduction/] is a data delivery package which uses func_adl [https://pypi.org/project/func-adl/] to fetch data.

The coffea-casa facility is built to support ServiceX, though it is currently in experimental stages. This section will be updated as ServiceX implementation becomes more stable.


[ ]:
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Introduction


What is columnar analysis?

The traditional way of analyzing data in HEP involves the event loop. In this paradigm, we would write an explicit loop to go through every event (and through every field of an event that we wish to make a cut on). This method of analysis is rather bulky in comparison to the columnar approach, which (ideally) has no explicit loops at all! Instead, the fields of our data are treated as arrays and analysis is done by way of numpy-like array operations.

[image: diagram of event loop vs. columnar paradigm]

In HEP, numpy is insufficient as our data is non-rectangular (an event can have a variable amount of muons, for example). This problem is resolved by awkward arrays [https://awkward-array.org/quickstart.html].



What is Coffea?

Awkward arrays let us access data in a columnar fashion, but that’s just the first part of doing an analysis. Coffea builds upon this foundation with a variety of features that better enable us to do our analyses. These features include:


	Hists give us ROOT-like histograms. Actually, this is now a standalone package [https://hist.readthedocs.io/en/latest/], but it has been heavily influenced by the (old) coffea hist subpackage, and it’s a core component of the coffea ecosystem.


	NanoEvents allows us to apply a schema to our awkward array. This schema imposes behavior that we would not have in a simple awkward array, but which makes our (HEP) lives much easier. On one hand, it can serve to better organize our data by providing a structure for naming, nesting, and cross-referencing fields; on the other, it allows us to add physics object methods (e.g., for LorentzVectors).


	Processors are coffea’s way of encapsulating an analysis in a way that is deployment-neutral. Once you have a Coffea analysis, you can throw it into a processor and use any of a variety of executors (e.g. Dask, Parsl, Spark) to chunk it up and run it across distributed workers. This makes scale-out simple and dynamic for users.


	Lookup tools are available in Coffea for any corrections that need to be made to physics data. These tools read a variety of correction file formats and turn them into lookup tables.




In summary, coffea’s features enter the analysis pipeline at every step. They improve the usability of our input (NanoEvents), enable us to map it to a histogram output (Hists), and allow us tools for scaling and deployment (Processors).



Looking Ahead

In this tutorial, we will cover some basics of awkward to get a handle on how columnar analysis is done. We will then look at how features of coffea can make our lives easier as we navigate our data and deploy our analysis. By the end, we will seek to plot a Z-peak from our simulated Z->MuMu dataset [https://opendata.cern.ch/record/21587]. It contains approximately 44000 events at 850 MB and is formatted in a generic ntuple format.

An Appendix is placed at the end of this notebook. It contains links to additional resources, as well as for topics which are beyond the scope of this tutorial.



Imports


[1]:





# Preliminary
## Columnar analysis basics.
import uproot
import awkward as ak
## Plotting.
import matplotlib.pyplot as plt

# Hists
import hist
from hist import Hist

# NanoEvents
from coffea.nanoevents import NanoEventsFactory, BaseSchema
# Processors
import coffea.processor as processor










Preliminary: Columnar Analysis Basics with Awkward

We begin our tutorial with a crash course through columnar analysis. This is meant to give a basic understanding of columnar operations, but for a more exhaustive introduction to the paradigm itself I recommend referring to an awkward tutorial (refer to the Appendix).

We begin by loading in our data. The standard way to do this is with uproot [https://uproot.readthedocs.io/en/latest/index.html].


[2]:





events = uproot.open('https://xrootd-local.unl.edu:1094//store/user/AGC/zmumu/RunIIFall15MiniAODv2/ZToMuMu_NNPDF30_13TeV-powheg_M_50_120/MINIAODSIM/PU25nsData2015v1_76X_mcRun2_asymptotic_v12-v1/20000/022FAAEA-1BB9-E511-A6DF-44A842CFD5D8.root')['events']
events








[2]:







<TTree 'events' (214 branches) at 0x7f9da470d2e0>






We now have an events tree. We can view its branches by querying its keys():


[3]:





events.keys()








[3]:







['numberelectron',
 'nelectron_e',
 'electron_e',
 'nelectron_pt',
 'electron_pt',
 'nelectron_px',
 'electron_px',
 'nelectron_py',
 'electron_py',
 'nelectron_pz',
 'electron_pz',
 'nelectron_eta',
 'electron_eta',
 'nelectron_phi',
 'electron_phi',
 'nelectron_ch',
 'electron_ch',
 'nelectron_iso',
 'electron_iso',
 'nelectron_isLoose',
 'electron_isLoose',
 'nelectron_isMedium',
 'electron_isMedium',
 'nelectron_isTight',
 'electron_isTight',
 'nelectron_dxy',
 'electron_dxy',
 'nelectron_dz',
 'electron_dz',
 'nelectron_dxyError',
 'electron_dxyError',
 'nelectron_dzError',
 'electron_dzError',
 'numGenPart',
 'nGenPart_pt',
 'GenPart_pt',
 'nGenPart_eta',
 'GenPart_eta',
 'nGenPart_mass',
 'GenPart_mass',
 'nGenPart_pdgId',
 'GenPart_pdgId',
 'nGenPart_phi',
 'GenPart_phi',
 'nGenPart_px',
 'GenPart_px',
 'nGenPart_py',
 'GenPart_py',
 'nGenPart_pz',
 'GenPart_pz',
 'nGenPart_status',
 'GenPart_status',
 'numberjet',
 'njet_e',
 'jet_e',
 'njet_pt',
 'jet_pt',
 'njet_px',
 'jet_px',
 'njet_py',
 'jet_py',
 'njet_pz',
 'jet_pz',
 'njet_eta',
 'jet_eta',
 'njet_phi',
 'jet_phi',
 'njet_ch',
 'jet_ch',
 'njet_mass',
 'jet_mass',
 'njet_btag',
 'jet_btag',
 'njet_pt_uncorr',
 'jet_pt_uncorr',
 'met_e',
 'met_pt',
 'met_px',
 'met_py',
 'met_phi',
 'met_significance',
 'met_rawpt',
 'met_rawphi',
 'met_rawe',
 'numbermuon',
 'nmuon_e',
 'muon_e',
 'nmuon_pt',
 'muon_pt',
 'nmuon_px',
 'muon_px',
 'nmuon_py',
 'muon_py',
 'nmuon_pz',
 'muon_pz',
 'nmuon_eta',
 'muon_eta',
 'nmuon_phi',
 'muon_phi',
 'nmuon_ch',
 'muon_ch',
 'nmuon_isSoft',
 'muon_isSoft',
 'nmuon_isTight',
 'muon_isTight',
 'nmuon_dxy',
 'muon_dxy',
 'nmuon_dz',
 'muon_dz',
 'nmuon_dxyError',
 'muon_dxyError',
 'nmuon_dzError',
 'muon_dzError',
 'nmuon_pfreliso03all',
 'muon_pfreliso03all',
 'nmuon_pfreliso04all',
 'muon_pfreliso04all',
 'nmuon_jetidx',
 'muon_jetidx',
 'nmuon_genpartidx',
 'muon_genpartidx',
 'numberphoton',
 'nphoton_e',
 'photon_e',
 'nphoton_pt',
 'photon_pt',
 'nphoton_px',
 'photon_px',
 'nphoton_py',
 'photon_py',
 'nphoton_pz',
 'photon_pz',
 'nphoton_eta',
 'photon_eta',
 'nphoton_phi',
 'photon_phi',
 'nphoton_ch',
 'photon_ch',
 'nphoton_chIso',
 'photon_chIso',
 'nphoton_nhIso',
 'photon_nhIso',
 'nphoton_phIso',
 'photon_phIso',
 'nphoton_isLoose',
 'photon_isLoose',
 'nphoton_isMedium',
 'photon_isMedium',
 'nphoton_isTight',
 'photon_isTight',
 'nPV_chi2',
 'PV_chi2',
 'nPV_ndof',
 'PV_ndof',
 'PV_npvs',
 'PV_npvsGood',
 'nPV_x',
 'PV_x',
 'nPV_y',
 'PV_y',
 'nPV_z',
 'PV_z',
 'numbertau',
 'ntau_e',
 'tau_e',
 'ntau_pt',
 'tau_pt',
 'ntau_px',
 'tau_px',
 'ntau_py',
 'tau_py',
 'ntau_pz',
 'tau_pz',
 'ntau_eta',
 'tau_eta',
 'ntau_phi',
 'tau_phi',
 'ntau_ch',
 'tau_ch',
 'ntau_mass',
 'tau_mass',
 'ntau_decaymode',
 'tau_decaymode',
 'ntau_iddecaymode',
 'tau_iddecaymode',
 'ntau_idisoraw',
 'tau_idisoraw',
 'ntau_idisovloose',
 'tau_idisovloose',
 'ntau_idisoloose',
 'tau_idisoloose',
 'ntau_idisomedium',
 'tau_idisomedium',
 'ntau_idisotight',
 'tau_idisotight',
 'ntau_idantieletight',
 'tau_idantieletight',
 'ntau_idantimutight',
 'tau_idantimutight',
 'numbertrigobj',
 'ntrigobj_e',
 'trigobj_e',
 'ntrigobj_pt',
 'trigobj_pt',
 'ntrigobj_px',
 'trigobj_px',
 'ntrigobj_py',
 'trigobj_py',
 'ntrigobj_pz',
 'trigobj_pz',
 'ntrigobj_eta',
 'trigobj_eta',
 'ntrigobj_phi',
 'trigobj_phi']






Each of these branches can be interpreted as an awkward array. Let’s examine their contents. Since this is a mumu dataset, it seems natural to look at muons.


[4]:





muon_pt = events['muon_pt'].array()
print(muon_pt)













[[51, 40.7, 3.24], [48.3, 40.3], [34.6, ... [29.1], [55.2, 34, 3.13, 1.53, 1.08]]






It’s instructive to take a closer look at the structure of this array. First, we see that it is an array of subarrays. Each subarray represents one event, and each element of a subarray represents one muon. It is now clear what we mean by “non-rectangular data.” There are a variable amount of muons, so the subarrays are not of equal size.

If we look at another (non-muon) branch, we would expect it to have the same amount of subarrays, but not necessarily the same amount of elements in each subarray. For comparison, let’s now look at electrons:


[5]:





electron_pt = events['electron_pt'].array()
print(electron_pt)













[[], [], [], [], [], [], [], [8.26], [], ... [], [], [], [], [], [], [], [], []]






In which case it is clear that there are not the same amount of elements in each subarray (most are empty!)

To drive the point home, we can also prove that there is an equal amount of subarrays:


[6]:





ak.num(electron_pt, axis=0), ak.num(muon_pt, axis=0)








[6]:







(43962, 43962)






A quick note about axes in awkward: 0 is always the shallowest, while -1 is the deepest. In other words, axis=0 would tell us the number of subarrays (events), while axis=-1 would tell us the number of muons within each subarray:


[7]:





ak.num(electron_pt, axis=-1), ak.num(muon_pt, axis=-1)








[7]:







(<Array [0, 0, 0, 0, 0, 0, ... 0, 0, 0, 0, 0, 0] type='43962 * int64'>,
 <Array [3, 2, 3, 2, 2, 2, ... 1, 1, 2, 3, 1, 5] type='43962 * int64'>)






Then, if we wanted to know the total number of objects (muons or electrons) in our branch, we could just sum up the above output. Given this is a mumu dataset, we’d expect roughly twice as many muons as events and very few electrons. Let’s verify this:


[8]:





ak.sum(ak.num(electron_pt, axis=-1)), ak.sum(ak.num(muon_pt, axis=-1))








[8]:







(9903, 92259)






Okay - so we can access data. How do we actually manipulate it to do analysis? Well, most simple cuts can be handled by masking. A mask is a Boolean array which is generated by applying a condition to a data array. For example, if we want only muons with pT > 10, our mask would be:


[9]:





print(muon_pt > 10)













[[True, True, False], [True, True], ... [True], [True, True, False, False, False]]






Then, we can apply the mask to our data. The syntax follows other standard array selection operations: data[mask]. This will pick out only the elements of our data which correspond to a True.

Let’s pause and consider the details of this methodology. Our mask in this case must have the same shape as our muons branch, and this is guaranteed to be the case since it is generated from the data in that branch. When we apply this mask, the output should have the same amount of events, but it should down-select muons - muons which correspond to False should be dropped. Let’s compare to check:


[10]:





print('Input:', muon_pt)
print('Output:', muon_pt[muon_pt > 10])













Input: [[51, 40.7, 3.24], [48.3, 40.3], [34.6, ... [29.1], [55.2, 34, 3.13, 1.53, 1.08]]
Output: [[51, 40.7], [48.3, 40.3], [34.6], [28.4, ... [43.6, 37.2], [29.1], [55.2, 34]]






We can also confirm we have fewer muons now, but the same amount of events:


[11]:





print('Input Counts:', ak.sum(ak.num(muon_pt, axis=1)))
print('Output Counts:', ak.sum(ak.num(muon_pt[muon_pt > 10], axis=1)))

print('Input Size:', ak.num(muon_pt, axis=0))
print('Output Size:', ak.num(muon_pt[ak.num(muon_pt)], axis=0))













Input Counts: 92259
Output Counts: 57514
Input Size: 43962
Output Size: 43962






What if we wanted to do a selection on our events, rather than on our muons? Then we’d just need a mask with the same length as our events array, with a True or False entry in place of the subarray instead of the element of the subarray. For example, we might want to select events which have at least one electron. Then our mask would be:


[12]:





ak.num(electron_pt) >= 1








[12]:







<Array [False, False, False, ... False, False] type='43962 * bool'>






Which you can note does not have the same structure as the muon cut above; it is a flat array. Applying the mask:


[13]:





print('Input:', electron_pt)
print('Output:', electron_pt[ak.num(electron_pt) >= 1])













Input: [[], [], [], [], [], [], [], [8.26], [], ... [], [], [], [], [], [], [], [], []]
Output: [[8.26], [10.2], [6.16], [8.67], [4.92], ... [4.49], [2.34], [2.5], [2.5], [52.5]]






You can see that the empty arrays have been removed since they don’t meet the cut, and the first entry is now the 8.26 we saw in our input. If we look at the size of our input and output arrays now, we will see a discrepency because we have thrown our our empty events:


[14]:





print('Input Size:', ak.num(electron_pt, axis=0))
print('Output Size:', ak.num(electron_pt[ak.num(electron_pt) >= 1], axis=0))













Input Size: 43962
Output Size: 8359






Of course, in this case we still have the same amount of electrons. We’ve just gotten rid of empty events.


[15]:





print('Input Counts:', ak.sum(ak.num(electron_pt, axis=1)))
print('Output Counts:', ak.sum(ak.num(electron_pt[ak.num(electron_pt > 10) >= 1], axis=1)))













Input Counts: 9903
Output Counts: 9903






These sorts of cuts are how the bulk of columnar analysis can be done. Awkward comes equipped with features for other standard operations, such as combinatorics and an analogue to np.where() (ak.where()). Other resources (listed in the appendix) cover it more extensively and do it better justice.

Nonetheless, there are a couple of things which aren’t exactly pretty. For example, what if we want LorentzVector operations? The nicest way to handle this is with coffea schemas.



NanoEvents: Making Data Physics-Friendly

Before we can dive into our Z-peak analysis, we need to spruce up our data a bit.

Let’s turn our attention to NanoEvents and schemas. Schemas let us better organize our file and impose physics methods onto our data. There exist schemas for some standard file formats, most prominently NanoAOD, and there is a BaseSchema which operates much like uproot. The coffea development team welcomes community development of other schemas and it is not so difficult to do so.

For the purposes of this tutorial, I have already made a schema. We won’t go into the details, but we will show off its features and the general structure. First, let’s take a look at our data structure again. Because there’s a lot of branches, we’ll zoom in on the muon-related ones here:


[16]:





branches = uproot.open("https://xrootd-local.unl.edu:1094//store/user/AGC/zmumu/RunIIFall15MiniAODv2/ZToMuMu_NNPDF30_13TeV-powheg_M_50_120/MINIAODSIM/PU25nsData2015v1_76X_mcRun2_asymptotic_v12-v1/20000/022FAAEA-1BB9-E511-A6DF-44A842CFD5D8.root")['events']

for branch in branches.keys():
    if 'muon' in branch:
        print(branch)













numbermuon
nmuon_e
muon_e
nmuon_pt
muon_pt
nmuon_px
muon_px
nmuon_py
muon_py
nmuon_pz
muon_pz
nmuon_eta
muon_eta
nmuon_phi
muon_phi
nmuon_ch
muon_ch
nmuon_isSoft
muon_isSoft
nmuon_isTight
muon_isTight
nmuon_dxy
muon_dxy
nmuon_dz
muon_dz
nmuon_dxyError
muon_dxyError
nmuon_dzError
muon_dzError
nmuon_pfreliso03all
muon_pfreliso03all
nmuon_pfreliso04all
muon_pfreliso04all
nmuon_jetidx
muon_jetidx
nmuon_genpartidx
muon_genpartidx






By default, uproot (and BaseSchema) treats all of the muon branches as distinct branches with distinct data. This is not ideal, as some of our data is redundant, e.g., all of the nmuon_* branches better have the same counts. Further, we’d expect all the muon_* branches to have the same shape, as each muon should have an entry in each branch.

The first benefit of instating a schema, then, is a standardization of our fields. It would be more succinct to create a general muon collection under which all of these branches (in NanoEvents, fields) with identical size can be housed, and to scrap the redundant ones. We can use numbermuon to figure out how many muons should be in each subarray (the counts, or offsets), and then fill the contents with each muon_* field. We can repeat this for the other branches.


[17]:





from agc_schema import AGCSchema
agc_events = NanoEventsFactory.from_root('https://xrootd-local.unl.edu:1094//store/user/AGC/zmumu/RunIIFall15MiniAODv2/ZToMuMu_NNPDF30_13TeV-powheg_M_50_120/MINIAODSIM/PU25nsData2015v1_76X_mcRun2_asymptotic_v12-v1/20000/022FAAEA-1BB9-E511-A6DF-44A842CFD5D8.root', schemaclass=AGCSchema, treepath='events').events()







For NanoEvents, there is a slightly different syntax to access our data. Instead of querying keys() to find our fields we query fields. We can still access specific fields as we would navigate a dictionary (collection[field]) or we can navigate them in a new way: collection.field.

Let’s take a look at our fields now:


[18]:





agc_events.fields








[18]:







['jet', 'photon', 'trigobj', 'tau', 'muon', 'electron', 'met', 'GenPart', 'PV']






We can confirm that no information has been lost by querying the fields of our event fields:


[19]:





agc_events.muon.fields








[19]:







['pt',
 'px',
 'py',
 'pz',
 'eta',
 'phi',
 'ch',
 'isSoft',
 'isTight',
 'dxy',
 'dz',
 'dxyError',
 'dzError',
 'pfreliso03all',
 'pfreliso04all',
 'jetidx',
 'genpartidx',
 'energy']






All of the branches above are still here, just as fields of our new electron collection. We can confirm this matches our original counts from uproot:


[20]:





branches['numbermuon'].array(), ak.num(agc_events.muon)








[20]:







(<Array [3, 2, 3, 2, 2, 2, ... 1, 1, 2, 3, 1, 5] type='43962 * int32'>,
 <Array [3, 2, 3, 2, 2, 2, ... 1, 1, 2, 3, 1, 5] type='43962 * int64'>)






So, aesthetically, everything is much nicer. If we had a messier dataset, the schema can also standardize our names to get rid of any quirks. For example, every physics object in our tree has a number{name} field except for GenPart, which has num{name}. This discrepancy is irrelevant after the application of the schema, so we don’t have to worry about it.

There are also other benefits to this structure: as we now have a collection object (agc_events.muon), there is a natural place to impose physics methods. By default, this collection object does nothing - it’s just a category. But we’re physicists, and we often want to deal with Lorentz vectors. Why not treat these objects as such?

This behavior can be built fairly simply into a schema simply by specifying that it is a PtEtaPhiELorentzVector and having the appropriate fields present in each collection (in this case, pt, eta, phi and e). This makes mathematical operations on our muons well-defined:


[21]:





agc_events.muon[0, 0] + agc_events.muon[0, 1]








[21]:







<LorentzVectorRecord ... y: -20.9, z: 150, t: 179} type='LorentzVector["x": floa...'>






And it gives us access to all of the standard LorentzVector methods:


[22]:





agc_events.muon[0, 0].delta_r(agc_events.muon[0, 1])








[22]:







2.5734195315471506






We can also access other LorentzVector formulations, if we want, as the conversions are built-in:


[23]:





agc_events.muon.x, agc_events.muon.y, agc_events.muon.z, agc_events.muon.mass













/opt/conda/lib/python3.8/site-packages/awkward/_connect/_numpy.py:195: RuntimeWarning: invalid value encountered in sqrt
  result = getattr(ufunc, method)(







[23]:







(<Array [[4.64, -27.7, -2.24, ... -1.03, 0.934]] type='43962 * var * float32'>,
 <Array [[-50.8, 29.8, -2.34, ... 1.13, 0.547]] type='43962 * var * float32'>,
 <Array [[53.9, 96.3, 12.7, ... 4.28, -4.16]] type='43962 * var * float32'>,
 <Array [[0.104, 0.108, ... 0.106, 0.106]] type='43962 * var * float32'>)






NanoEvents can also impose other features, such as cross-references in our data; for example, linking the muon jetidx to the jet collection. This is not implemented in our present schema.


[24]:





agc_events.muon.fields








[24]:







['pt',
 'px',
 'py',
 'pz',
 'eta',
 'phi',
 'ch',
 'isSoft',
 'isTight',
 'dxy',
 'dz',
 'dxyError',
 'dzError',
 'pfreliso03all',
 'pfreliso04all',
 'jetidx',
 'genpartidx',
 'energy']








Analysis: Plotting a Z-Peak

With an understanding of basic columnar analysis and our data in the proper format, we are finally ready to turn our attention to our analysis. We want to plot the Z-peak. This involves plotting the pair-mass of leptons which have the same flavor (ee or mumu) and opposite sign. To discard anomalies, we also want to toss out leptons with less than 10 pT. This selection is trivial in the columnar paradigm.

A couple of notes: since they’re same-flavor, we can consider dimuons and dielectrons independently. Also, since this is a Z -> mumu dataset, we’d only expect to see the Z-peak for muons. There should be few electrons plotted.


[25]:





muons = agc_events.muon[agc_events.muon.pt > 10]
electrons = agc_events.electron[agc_events.electron.pt > 10]

dimuons = muons[(ak.num(muons, axis=1) == 2) & (ak.sum(muons.ch, axis=1) == 0)]
dielectrons = electrons[(ak.num(electrons, axis=1) == 2) & (ak.sum(electrons.ch, axis=1) == 0)]







Our dimuons array should now contain only opposite-charge muon pairs and our dielectrons opposite-charge electron pairs. Let’s check!


[26]:





dimuons, dielectrons








[26]:







(<PtEtaPhiELorentzVectorArray [[{pt: 51, px: 4.64, ... energy: 79.9}]] type='2003...'>,
 <PtEtaPhiELorentzVectorArray [[{pt: 26.3, ... energy: 21.1}]] type='33 * var * P...'>)






Note that the masks performed a cut at the event level rather than the muon level. We have fewer events, but the same amount of leptons in each event (in the events that we kept). That means we’ve lost the connection between muons and electrons - they’ve been downselected and it is not the case that the 1st subarray in our electron array is the same event as the 1st subarray in our muon array. This isn’t a problem since we’re handling the two independently, but there are ways to handle such a
selection without downselection if such indexing needs to be preserved.

All we need now is the dilepton mass. Awkward arrays can be indexed in a similar way as numpy arrays, so dimuons[:, 0] will select the first muon in every dimuon event. Recall that NanoEvents allows us to treat mathematical operations on the muon collection level as LorentzVector objects. The same goes for our electrons collection, of course. That makes our life easy:


[27]:





mumu_mass = (dimuons[:, 0] + dimuons[:, 1]).mass
ee_mass = (dielectrons[:, 0] + dielectrons[:, 1]).mass

mumu_mass, ee_mass








[27]:







(<Array [91.7, 85.8, 92.3, ... 90.9, 97.7, 96.2] type='20037 * float32'>,
 <Array [115, 1.07, 50.4, ... 1.21, 1.11, 0.989] type='33 * float32'>)






This has collapsed our subarrays because we’re finding the mass of the pairs, so now we have a flat array. It is of the same size (respectively) as our dimuons and dielectrons arrays above. We now have our data!

What else do we need for plotting? Well, a histogram is essentially a way to reduce our data. We can’t just plot every value of dimuon mass, so we divide up our range of masses into n bins across some reasonable range. Thus, we need to define the mapping for our reduction; defining the number of bins and the range is sufficient for this. This is called a Regular axis in the Hist package.

In our case, let’s plot 50 bins between values of 0 and 150. This merely cuts off a shrinking tail on the higher end. Because a histogram can contain an arbitrary amount of axes, we also need to give our axis a name (which becomes its reference in our code) and a label (which is the label on the axis that users see when the histogram is plotted).


[28]:





ll_bin = hist.axis.Regular(label="Dilepton Mass", name="dilep_mass", bins=50, start=0, stop=150)







We are still not yet ready to plot. We have two masses we’d like to plot, and it doesn’t make much sense to throw ee masses into the same bins as \(\mu\mu\) masses. We want to keep these separate. We do so by introducing a Categorical axis. Another example of when we might use a categorical axis is to keep data from different datasets separate, though in our case we’re only working with a single dataset.

A Categorical axis takes a name, a label, and a pre-defined list of categories.


[29]:





ll_cat = hist.axis.StrCategory(label='Leptons', name='lepton', categories=["ee", "$\mu\mu$"])







We finally have all of the ingredients needed for a histogram! All that remains is to put them together:


[30]:





ll_hist = Hist(ll_bin, ll_cat)







And to fill it with our data:


[31]:





ll_hist.fill(lepton="$\mu\mu$", dilep_mass=mumu_mass)
ll_hist.fill(lepton="ee", dilep_mass=ee_mass)








[31]:
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Regular(50, 0, 150, name='dilep_mass', label='Dilepton Mass')

StrCategory(['ee', '$\\mu\\mu$'], name='lepton', label='Leptons')



Double() Σ=20045.0 (20070.0 with flow)









And plot!


[32]:





ll_hist.plot()
plt.legend()








[32]:







<matplotlib.legend.Legend at 0x7f9cc46093a0>
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We can see a peak at around 90 for our dimuon events. Indeed, the mass of a Z boson is ~91.18.

The Hist package is also capable of handling a variety of transormations to our histogram. You should refer to its documentation for more advanced features.



Processors: Deploying at Scale

Now that we have an analysis, we would naturally like to scale it up to a far larger dataset in any practical scenario. More data means more processing time. We try to amend this fact by making use of parallel processing and distributed computing resources, which coffea can be deployed on rather naturally. Importantly, the details of our analysis are entirely independent of our deployment.

First, it should be noted that we [b]can[/b] do this in HEP. Events are independent of each other, so if we split our work up and ship it off to different workers, we aren’t violating the data’s integrity. Furthermore, since the output we seek is a histogram, our output is also independent of how the work is split up. As long as each worker maps its data to a histogram, the summation of those histograms will be identical to a single worker processing all of the data. In coffea, an object that
behaves in this way is called an accumulator.

Thus, we have a pipeline: our input data is chunked, sent off to different workers which each execute the processor on their chunk, and then collected and converged once all workers finish processing.

[image: Diagram of coffea processor]

We just have to package our analysis in a Processor class.


[33]:





import coffea.processor as processor

class Processor(processor.ProcessorABC):
    def __init__(self):
        pass

    def process(self, events):
        muons = events.muon[events.muon.pt > 10]
        electrons = events.electron[events.electron.pt > 10]

        dimuons = muons[(ak.num(muons, axis=1) == 2) & (ak.sum(muons.ch, axis=1) == 0)]
        dielectrons = electrons[(ak.num(electrons, axis=1) == 2) & (ak.sum(electrons.ch, axis=1) == 0)]
        mumu_mass = (dimuons[:, 0] + dimuons[:, 1]).mass
        ee_mass = (dielectrons[:, 0] + dielectrons[:, 1]).mass

        ll_bin = hist.axis.Regular(label="Dilepton Mass", name="dilep_mass", bins=50, start=0, stop=150)
        ll_cat = hist.axis.StrCategory(label='Leptons', name='lepton', categories=["ee", "$\mu\mu$"])
        ll_hist = Hist(ll_bin, ll_cat)

        ll_hist.fill(lepton='$\mu\mu$', dilep_mass=mumu_mass)
        ll_hist.fill(lepton='ee', dilep_mass=ee_mass)

        return ll_hist

    def postprocess(self, accumulator):
        pass







To actually deploy our processor, we need to specify an executor. In coffea-casa, we have the ability to tap into Dask, so naturally it is the executor we use. There exist other executors for other big data technologies (e.g., Spark and Parsl), and there also exist executors for local deployment (using Python futures, or just iterating through chunks).

The definition of our executor looks a little blocky. In actuality, it’s not too complicated. We have to point to a Dask scheduler (which coordinates workers), and coffea-casa has a scheduler built in at tls://localhost:8786. We need to make sure all of our workers have our schema, since it is a local file, so we upload it through the scheduler. Then we instantiate an executor with our scheduler, apply our schema, and specify how big our chunks should be. Since we only have ~40000 events, we can
do a chunk size of 10000.

All that remains is plugging in a file set and specifying the processor we want to run!


[34]:





fileset = {'SingleMu' : ['https://xrootd-local.unl.edu:1094//store/user/AGC/zmumu/RunIIFall15MiniAODv2/ZToMuMu_NNPDF30_13TeV-powheg_M_50_120/MINIAODSIM/PU25nsData2015v1_76X_mcRun2_asymptotic_v12-v1/20000/022FAAEA-1BB9-E511-A6DF-44A842CFD5D8.root']}

from dask.distributed import Client
client = Client("tls://localhost:8786")
client.upload_file('agc_schema.py')

run = processor.Runner(executor=processor.DaskExecutor(client=client),
                      schema=AGCSchema,
                      chunksize=10000)

output = run(fileset, "events", Processor())













[########################################] | 100% Completed |  2.1s






Where a plot of the output demonstrates the same result as above.


[35]:





output.plot()








[35]:







[StairsArtists(stairs=<matplotlib.patches.StepPatch object at 0x7f9c3507ba30>, errorbar=None, legend_artist=None),
 StairsArtists(stairs=<matplotlib.patches.StepPatch object at 0x7f9c3507bc70>, errorbar=None, legend_artist=None)]
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Coffea executors also exist with the capabilities to handle other tools within the columnar analysis ecosystem, such as ServiceX, though they are presently a work-in-progress.



Appendix


Coffea


	GitHub [https://github.com/CoffeaTeam/coffea]


	Documentation and User Guide [https://hist.readthedocs.io/en/latest/]


	Tutorials, Sample Analyses, and Other Examples [https://github.com/CoffeaTeam/coffea-casa-tutorials] - see the link’s readme for specific details. A good introduction to (progressively) more complicated analysis operations can be found in the examples [https://github.com/CoffeaTeam/coffea-casa-tutorials/tree/master/examples] folder. A walkthrough for a full-scale analysis can be found in the tHq
analysis [https://github.com/CoffeaTeam/coffea-casa-tutorials/blob/master/analyses/thq/analysis_tutorial.ipynb] folder.






Awkward


	GitHub [https://github.com/scikit-hep/awkward-1.0]


	Documentation [https://awkward-array.readthedocs.io/en/latest/]


	User Guide [https://awkward-array.org/quickstart.html]


	Uproot and Awkward Array Tutorial at PyHep 2021 [https://github.com/jpivarski-talks/2021-07-06-pyhep-uproot-awkward-tutorial/blob/main/uproot-awkward-tutorial.ipynb]






Hists


	GitHub [https://github.com/scikit-hep/hist]


	Documentation and User Guide [https://hist.readthedocs.io/en/latest/]






ServiceX (WIP)


	Example [https://github.com/iris-hep/analysis-grand-challenge/blob/main/workshops/agctools2021/HZZ_analysis_pipeline/HZZ_analysis_pipeline.ipynb]
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Coffea-Casa Benchmark Example 1


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program plots an event-level variable (in this case, MET, but switching it is as easy as a dict-key change). It also demonstrates an easy use of the book-keeping cutflow tool, to keep track of the number of events processed.

# The processor class bundles our data analysis together while giving us some helpful tools.  It also leaves looping and chunks to the framework instead of us.
class Processor(processor.ProcessorABC):
    def __init__(self):
        # Bins and categories for the histogram are defined here. For format, see https://coffeateam.github.io/coffea/stubs/coffea.hist.hist_tools.Hist.html && https://coffeateam.github.io/coffea/stubs/coffea.hist.hist_tools.Bin.html
        dataset_axis = hist.Cat("dataset", "")
        MET_axis = hist.Bin("MET", "MET [GeV]", 50, 0, 100)

        # The accumulator keeps our data chunks together for histogramming. It also gives us cutflow, which can be used to keep track of data.
        self._accumulator = processor.dict_accumulator({
            'MET': hist.Hist("Counts", dataset_axis, MET_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        # This is where we do our actual analysis. The dataset has columns similar to the TTree's; events.columns can tell you them, or events.[object].columns for deeper depth.
        dataset = events.metadata["dataset"]
        MET = events.MET.pt

        # We can define a new key for cutflow (in this case 'all events'). Then we can put values into it. We need += because it's per-chunk (demonstrated below)
        output['cutflow']['all events'] += ak.size(MET)
        output['cutflow']['number of chunks'] += 1

        # This fills our histogram once our data is collected. The hist key ('MET=') will be defined in the bin in __init__.
        output['MET'].fill(dataset=dataset, MET=MET)
        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed | 41.5s







[4]:







{'bytesread': 835196561,
 'columns': {'MET_pt'},
 'entries': 53446198,
 'processtime': 181.51973724365234,
 'chunks': 534}







[5]:





# Generates a 1D histogram from the data output to the 'MET' key. fill_opts are optional, to fill the graph (default is a line).
hist.plot1d(output['MET'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='MET [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example1_5_1.png]





[6]:





# Easy way to print all cutflow dict values. Can just do print(output['cutflow']["KEY_NAME"]) for one.
for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
number of chunks 534







[ ]:
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Coffea-Casa Benchmark Example 2


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program plots a per-event array (in this case, Jet pT). In Coffea, this is not very dissimilar from the event-level process.

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        Jet_axis = hist.Bin("Jet_pt", "Jet_pt [GeV]", 100, 15, 60)

        self._accumulator = processor.dict_accumulator({
            'Jet_pt': hist.Hist("Counts", dataset_axis, Jet_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata['dataset']
        Jet_pt = events.Jet.pt
        # As before, we can get the number of events by checking the size of the array. To get the number of jets, which varies per event, though, we need to count up the number in each event, and then sum those counts (count subarray sizes, sum them).
        output['cutflow']['all events'] += ak.size(Jet_pt, axis=0)
        output['cutflow']['all jets'] += ak.sum(ak.count(Jet_pt, axis=1))

        # .flatten() removes jaggedness; plotting jagged data is meaningless, we just want to plot flat jets.
        output['Jet_pt'].fill(dataset=dataset, Jet_pt=ak.flatten(Jet_pt))

        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed | 42.4s







[4]:







{'bytesread': 1612443666,
 'columns': {'Jet_pt', 'nJet'},
 'entries': 53446198,
 'processtime': 421.65965819358826,
 'chunks': 534}







[5]:





hist.plot1d(output['Jet_pt'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='Jet_pt [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example2_5_1.png]





[6]:





for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
all jets 170952895
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Coffea-Casa Benchmark Example 3


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program plots a per-event array (jet_pt) that has been masked to meet certain conditions (in this case, abs(jet eta) < 1).

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        Jet_axis = hist.Bin("Jet_pt", "Jet_pt [GeV]", 100, 15, 60)

        self._accumulator = processor.dict_accumulator({
            'Jet_pt': hist.Hist("Counts", dataset_axis, Jet_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata['dataset']

        # NanoEvents allows easy access to our jets with the Jet column.
        jets = events.Jet

        output['cutflow']['all events'] += ak.size(jets, axis=0)
        output['cutflow']['number of jets'] += ak.sum(ak.num(jets))

        # We want jets with an abs(eta) < 1. Conditionals act on every value in an array in Coffea, so this is easy.
        eta_max = (np.absolute(jets.eta) < 1)
        # eta_max is a Boolean array, with True in the place of values where the condition is met, and False otherwise. We want to sum up all the Trues (=1) in each sublist, then sum up all the sublists to get the number of jets with pt > 20.
        output['cutflow']['abs(eta) < 1'] += ak.sum(ak.sum(eta_max, axis=1))

        # We define good_jets as the actual jets we want to graph. We mask it with the jets that have abs(eta) < 1.
        good_jets = jets[eta_max]
        # good_jets is no longer a Boolean array, so we can't just sum up the True's. We count the amount of jets and sum that.
        output['cutflow']['final good jets'] += ak.sum(ak.num(good_jets, axis=1))

        output['Jet_pt'].fill(dataset=dataset, Jet_pt=ak.flatten(good_jets.pt))
        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed |  1min  3.5s







[4]:







{'bytesread': 2727541868,
 'columns': {'Jet_eta', 'Jet_pt', 'nJet'},
 'entries': 53446198,
 'processtime': 1101.5924887657166,
 'chunks': 534}







[5]:





hist.plot1d(output['Jet_pt'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='Jet_pt [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example3_5_1.png]





[6]:





for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
number of jets 170952895
abs(eta) < 1 39563735
final good jets 39563735
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Coffea-Casa Benchmark Example 4


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program plots an event-level variable (MET) based on conditionals with its associated Jet arrays (in this case, where at least 2 have pT > 40)

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        MET_axis = hist.Bin("MET_pt", "MET [GeV]", 50, 0, 125)

        self._accumulator = processor.dict_accumulator({
            'MET_pt': hist.Hist("Counts", dataset_axis, MET_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]

        jets = events.Jet
        MET = events.MET.pt

        output['cutflow']['all events'] += ak.size(jets, axis=0)

        # We want jets with a pt of at least 40.
        pt_min = (jets.pt > 40)

        # We want MET where the above condition is met for at least two jets. The above is a list of Boolean sublists generated from the jet sublists (True if condition met, False if not). If we sum each sublist, we get the amount of jets matching the condition (since True = 1).
        good_MET = MET[(ak.sum(pt_min, axis=1) >= 2)]
        output['cutflow']['final events'] += ak.size(good_MET, axis=0)

        output['MET_pt'].fill(dataset=dataset, MET_pt=good_MET)
        return output

    def postprocess(self, accumulator):
        return accumulator








[ ]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[3]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed |  1min 14.7s







[4]:





hist.plot1d(output['MET_pt'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[4]:







<AxesSubplot:xlabel='MET [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example4_5_1.png]





[5]:





for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
final events 6665702
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Coffea-Casa Benchmark Example 5


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program will plot the MET for events which have an opposite-sign muon pair that has mass in the range of 60-120 GeV.

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        muon_axis = hist.Bin("MET", "MET [GeV]", 50, 1, 100)

        self._accumulator = processor.dict_accumulator({
            'MET': hist.Hist("Counts", dataset_axis, muon_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]

        muons = events.Muon
        MET = events.MET.pt

        output['cutflow']['all events'] += ak.size(muons, axis=0)
        output['cutflow']['all muons'] += ak.sum(ak.num(muons, axis=1))

        # Get all combinations of muon pairs in every event.
        dimuons = ak.combinations(muons, 2, fields=['i0', 'i1'])

        # Check that pairs have opposite charge.
        opposites = (dimuons['i0'].charge != dimuons['i1'].charge)

        # Get only muons with mass between 60 and 120. Add the dimuon p4's, take mass.
        limits = ((dimuons['i0'] + dimuons['i1']).mass >= 60) & ((dimuons['i0'] + dimuons['i1']).mass < 120)

        # Mask the dimuons with the opposites and the limits to get dimuons with opposite charge and mass between 60 and 120 GeV.
        good_dimuons = dimuons[opposites & limits]

        # Mask the MET to get it only if an associated dimuon pair meeting the conditions exists.
        good_MET = MET[ak.num(good_dimuons, axis=1) >= 1]

        output['cutflow']['final events'] += ak.size(good_MET, axis=0)

        output['MET'].fill(dataset=dataset, MET=good_MET)

        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed |  1min 26.2s







[4]:







{'bytesread': 2802762505,
 'columns': {'MET_pt',
  'Muon_charge',
  'Muon_eta',
  'Muon_mass',
  'Muon_phi',
  'Muon_pt',
  'nMuon'},
 'entries': 53446198,
 'processtime': 1724.2391412258148,
 'chunks': 534}







[5]:





hist.plot1d(output['MET'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='MET [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example5_5_1.png]





[6]:





for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
all muons 74439173
final events 2970884
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Coffea-Casa Benchmark Example 6


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program plots the pT of the trijet system in each event with mass closest to 172.5, as well as the maximum b-tag among the three plotted jets.

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        Jet_axis = hist.Bin("Jet_pt", "Jet [GeV]", 50, 15, 200)
        b_tag_axis = hist.Bin("b_tag", "b-tagging discriminant", 50, 0, 1)

        self._accumulator = processor.dict_accumulator({
            'Jet_pt': hist.Hist("Counts", dataset_axis, Jet_axis),
            'b_tag': hist.Hist("Counts", dataset_axis, b_tag_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]

        jets = events.Jet

        # Closest calculates the distance from 172.5 of a group of masses, finds the minimum distance, then returns a Boolean array of the original input array shape with True where the minimum-distance mass is located.
        def closest(masses):
            delta = abs(172.5 - masses)
            closest_masses = ak.min(delta, axis=1)
            is_closest = (delta == closest_masses)
            return is_closest

        # We're going to be generating combinations of three jets - that's a lot, and cutting pt off at 30 reduces jets by half.
        cut_jets = jets[jets.pt > 30]

        # Get all combinations of three jets.
        trijets = ak.combinations(cut_jets, 3, fields=['i0', 'i1', 'i2'])
        # Get combined masses of those combinations, by adding all p4's and then taking .mass.
        trijet_masses = (trijets['i0'] + trijets['i1'] + trijets['i2']).mass
        # Get the masses closest to specified value (see function above)
        is_closest = closest(trijet_masses)
        closest_trijets = trijets[is_closest]
        # Get pt of the closest trijets.
        closest_pt = (closest_trijets['i0'] + closest_trijets['i1'] + closest_trijets['i2']).pt
        # Get btag of the closest trijets. np.maximum(x,y) compares two arrays and gets element-wise maximums. We make two comparisons - once between the first and second jet, then between the first comparison and the third jet.
        closest_btag = np.maximum(np.maximum(closest_trijets['i0'].btag, closest_trijets['i1'].btag), closest_trijets['i2'].btag)

        output['Jet_pt'].fill(dataset=dataset, Jet_pt=ak.flatten(closest_pt))
        output['b_tag'].fill(dataset=dataset, b_tag=ak.flatten(closest_btag))
        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed |  1min 43.8s







[4]:







{'bytesread': 5549754105,
 'columns': {'Jet_btag', 'Jet_eta', 'Jet_mass', 'Jet_phi', 'Jet_pt', 'nJet'},
 'entries': 53446198,
 'processtime': 1691.7462303638458,
 'chunks': 534}







[5]:





hist.plot1d(output['Jet_pt'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='Jet [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example6_5_1.png]





[6]:





hist.plot1d(output['b_tag'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[6]:







<AxesSubplot:xlabel='b-tagging discriminant', ylabel='Counts'>











[image: ../_images/gallery_example6_6_1.png]
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Coffea-Casa Benchmark Example 7


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program will graph the sum of Jet pT's which are greater than 30 GeV and farther than a Euclidean distance of 0.4 from any lepton with pT > 10 GeV.
class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "")
        muon_axis = hist.Bin("Jet_pt", "Jet_pt [GeV]", 100, 15, 200)

        self._accumulator = processor.dict_accumulator({
            'Jet_pt': hist.Hist("Counts", dataset_axis, muon_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]

        muons = events.Muon
        electrons = events.Electron
        jets = events.Jet

        output['cutflow']['all events'] += ak.size(jets, axis=0)
        output['cutflow']['all jets'] += ak.sum(ak.num(jets, axis=1))

        # Get jets with higher GeV than 30.
        min_jetpt = (jets.pt > 30)
        output['cutflow']['jets with pt > 30'] += ak.sum(ak.sum(min_jetpt, axis=1))

        # Get all leptons with higher GeV than 10.
        min_muonpt = (muons.pt > 10)
        output['cutflow']['muons with pt > 10'] += ak.sum(ak.sum(min_muonpt, axis=1))
        min_electronpt = (electrons.pt > 10)
        output['cutflow']['electrons with pt > 10'] += ak.sum(ak.sum(min_electronpt, axis=1))

        # Mask jets and leptons with their minimum requirements/
        goodjets = jets[min_jetpt]
        goodmuons = muons[min_muonpt]
        goodelectrons = electrons[min_electronpt]

        jet_muon_pairs = ak.cartesian({'jets': goodjets, 'muons': goodmuons}, nested=True)
        jet_electron_pairs = ak.cartesian({'jets': goodjets, 'electrons': goodelectrons}, nested=True)

        # This long conditional checks that the jet is at least 0.4 euclidean distance from each lepton. It then checks if each unique jet contains a False, i.e., that a jet is 0.4 euclidean distance from EVERY specific lepton in the event.
        good_jm_pairs = goodjets.nearest(goodmuons).delta_r(goodjets) > 0.4
        good_je_pairs = goodjets.nearest(goodelectrons).delta_r(goodjets) > 0.4
        good_jl_pairs = good_jm_pairs & good_je_pairs

        output['cutflow']['jet-muon pairs'] += ak.sum(ak.sum(good_jm_pairs, axis=1))
        output['cutflow']['jet-electron pairs'] += ak.sum(ak.sum(good_je_pairs, axis=1))
        output['cutflow']['jet-lepton pairs'] += ak.sum(ak.sum(good_jl_pairs, axis=1))

        # We then mask our jets with all three of the above good pairs to get only jets that are 0.4 distance from every type of lepton, and sum them.
        sumjets = ak.sum(goodjets[good_jl_pairs].pt, axis=1)
        output['cutflow']['final jets'] += ak.sum(ak.num(goodjets[good_jl_pairs], axis=1))
        output['Jet_pt'].fill(dataset=dataset, Jet_pt=sumjets)

        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed |  4min 57.1s







[4]:







{'bytesread': 5883292967,
 'columns': {'Electron_eta',
  'Electron_phi',
  'Electron_pt',
  'Jet_eta',
  'Jet_phi',
  'Jet_pt',
  'Muon_eta',
  'Muon_phi',
  'Muon_pt',
  'nElectron',
  'nJet',
  'nMuon'},
 'entries': 53446198,
 'processtime': 2813.9648463726044,
 'chunks': 534}







[5]:





hist.plot1d(output['Jet_pt'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='Jet_pt [GeV]', ylabel='Counts'>











[image: ../_images/gallery_example7_5_1.png]





[6]:





for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
all jets 170952895
jets with pt > 30 37461601
muons with pt > 10 58440651
electrons with pt > 10 5483772
jet-muon pairs 27423877
jet-electron pairs 4918297
jet-lepton pairs 3430495
final jets 32545926
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Coffea-Casa Benchmark Example 8


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





# This program plots the transverse mass of MET and a third lepton, where the third lepton is associated with a lepton pair
# that has the same flavor, opposite charge, and closest mass to 91.2.

import math

class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "MET and Third Lepton")
        muon_axis = hist.Bin("massT", "Transverse Mass", 50, 15, 250)

        self._accumulator = processor.dict_accumulator({
            'massT': hist.Hist("Counts", dataset_axis, muon_axis),
            'cutflow': processor.defaultdict_accumulator(int)
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]

        # Keep track of muons and electrons by tagging them 0/1.
        muons = ak.with_field(events.Muon, 0, 'flavor')
        electrons = ak.with_field(events.Electron, 1, 'flavor')
        MET = events.MET

        output['cutflow']['all events'] += ak.size(events.MET, axis=0)

        # A few reasonable muon and electron selection cuts
        muons = muons[(muons.pt > 10) & (np.abs(muons.eta) < 2.4)]
        electrons = electrons[(electrons.pt > 10) & (np.abs(electrons.eta) < 2.5)]

        output['cutflow']['all muons'] += ak.sum(ak.count(muons, axis=1))
        output['cutflow']['all electrons'] += ak.sum(ak.count(electrons, axis=1))

        # Stack muons and electrons into a single array.
        leptons = ak.with_name(ak.concatenate([muons, electrons], axis=1), 'PtEtaPhiMCandidate')

        # Filter out events with less than 3 leptons.
        trileptons = leptons[ak.num(leptons, axis=1) >= 3]
        output['cutflow']['trileptons'] += ak.sum(ak.num(trileptons, axis=1))

        # Generate the indices of every pair; indices because we'll be removing these elements later.
        lepton_pairs = ak.argcombinations(trileptons, 2, fields=['i0', 'i1'])

        # Select pairs that are SFOS.
        SFOS_pairs = lepton_pairs[(trileptons[lepton_pairs['i0']].flavor == trileptons[lepton_pairs['i1']].flavor) & (trileptons[lepton_pairs['i0']].charge != trileptons[lepton_pairs['i1']].charge)]

        # Find the pair with mass closest to Z.
        closest_pairs = SFOS_pairs[ak.local_index(SFOS_pairs) == ak.argmin(np.abs((trileptons[SFOS_pairs['i0']] + trileptons[SFOS_pairs['i1']]).mass - 91.2), axis=1)]

        # Make trileptons and closest_pairs have same shape. First, fill nones with empty arrays. Then filter out events that don't meet the pair requirement.
        closest_pairs = ak.fill_none(closest_pairs, [], axis=0)
        closest_pairs = closest_pairs[ak.num(closest_pairs) > 0]
        trileptons = trileptons[ak.num(closest_pairs) > 0]
        MET = MET[ak.num(closest_pairs) > 0]

        # Remove elements of the closest pairs from leptons, because we want the pt of the third lepton.
        trileptons_no_pair = trileptons[(ak.local_index(trileptons) != ak.flatten(closest_pairs.i0)) & (ak.local_index(trileptons) != ak.flatten(closest_pairs.i1))]

        # Find the highest-pt lepton out of the ones that remain.
        leading_lepton = trileptons_no_pair[ak.argmax(trileptons_no_pair.pt, axis=1)]
        output['cutflow']['number of final leading leptons'] += ak.sum(ak.num(trileptons_no_pair, axis=1))

        # Cross MET with the leading lepton.
        met_plus_lep = ak.cartesian({'i0': MET, 'i1': leading_lepton})

        # Do some math to get what we want.
        dphi_met_lep = (met_plus_lep.i0.phi - met_plus_lep.i1.phi + math.pi) % (2*math.pi) - math.pi
        mt_lep = np.sqrt(2.0*met_plus_lep.i0.pt*met_plus_lep.i1.pt*(1.0-np.cos(dphi_met_lep)))

        output['massT'].fill(dataset=dataset, massT=ak.flatten(mt_lep))

        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")













/bin/bash: /opt/conda/lib/libtinfo.so.6: no version information available (required by /bin/bash)
Requirement already satisfied: awkward==1.7.0 in /opt/conda/lib/python3.8/site-packages (1.7.0)
Requirement already satisfied: numpy>=1.13.1 in /opt/conda/lib/python3.8/site-packages (from awkward==1.7.0) (1.21.2)
Requirement already satisfied: setuptools in /opt/conda/lib/python3.8/site-packages (from awkward==1.7.0) (58.2.0)







[4]:





fileset = {'SingleMu' : ["root://eospublic.cern.ch//eos/root-eos/benchmark/Run2012B_SingleMu.root"]}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                        savemetrics=True
                      )

output, metrics = run(fileset, "Events", processor_instance=Processor())

metrics













[########################################] | 100% Completed |  5min 12.4s







[4]:







{'bytesread': 9982563224,
 'columns': {'Electron_charge',
  'Electron_cutBasedId',
  'Electron_dxy',
  'Electron_dxyErr',
  'Electron_dz',
  'Electron_dzErr',
  'Electron_eta',
  'Electron_genPartIdx',
  'Electron_jetIdx',
  'Electron_mass',
  'Electron_pfId',
  'Electron_pfRelIso03_all',
  'Electron_phi',
  'Electron_pt',
  'MET_CovXX',
  'MET_CovXY',
  'MET_CovYY',
  'MET_phi',
  'MET_pt',
  'MET_significance',
  'MET_sumet',
  'Muon_charge',
  'Muon_dxy',
  'Muon_dxyErr',
  'Muon_dz',
  'Muon_dzErr',
  'Muon_eta',
  'Muon_genPartIdx',
  'Muon_jetIdx',
  'Muon_mass',
  'Muon_pfRelIso03_all',
  'Muon_pfRelIso04_all',
  'Muon_phi',
  'Muon_pt',
  'Muon_softId',
  'Muon_tightId',
  'nElectron',
  'nJet',
  'nMuon'},
 'entries': 53446198,
 'processtime': 8658.274055480957,
 'chunks': 534}







[5]:





hist.plot1d(output['massT'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='Transverse Mass', ylabel='Counts'>











[image: ../_images/gallery_example8_5_1.png]





[6]:





for key, value in output['cutflow'].items():
    print(key, value)













all events 53446198
all muons 991421725
all electrons 87391040
trileptons 5043516
number of final leading leptons 1227755
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ServiceX with Dask and Coffea

This notebook showcases a pipeline that uses ServiceX for data delivery to coffea with Dask scaling. It is based on this CMS Open Data ttbar analysis [https://github.com/iris-hep/analysis-grand-challenge/tree/main/analyses/cms-open-data-ttbar] with significant simplifications.


[1]:





import asyncio
import time

import awkward as ak
from coffea.processor import servicex
from func_adl import ObjectStream
from func_adl_servicex import ServiceXSourceUpROOT
import hist
import matplotlib.pyplot as plt
from servicex import ServiceXDataset







Configuration options: enable / disable dask and the use of caching with ServiceX (to force re-running transforms).


[2]:





# enable Dask
USE_DASK = True

# ServiceX behavior: ignore cache with repeated queries
SERVICEX_IGNORE_CACHE = True







The processor used here: select jets with \(p_T > 25\) GeV and calculate \(\textrm{H}_\textrm{T}^{\textrm{had}}\) (scalar sum of jet \(p_T\)) as observable.


[3]:





class TtbarAnalysis(servicex.Analysis):
    def __init__(self):
        self.hist = hist.Hist.new.Reg(50, 0, 1000, name="ht", label="HT").Weight()

    def process(self, events):
        histogram = self.hist.copy()

        # select jets with pT > 25 GeV
        selected_jets = events.jet[events.jet.pt > 25]

        # use HT (scalar sum of jet pT) as observable
        ht = ak.sum(selected_jets.pt, axis=-1)
        histogram.fill(ht=ht, weight=1.0)

        return histogram

    def postprocess(self, accumulator):
        return accumulator







Specify which data to process, using a small public file here taken from 2015 CMS Open Data.


[4]:





# input data to process
fileset = {
    "ttbar": {
        "files": ["https://xrootd-local.unl.edu:1094//store/user/AGC/datasets/RunIIFall15MiniAODv2/TT_TuneCUETP8M1_13TeV-powheg-pythia8/MINIAODSIM//PU25nsData2015v1_76X_mcRun2_asymptotic_v12_ext3-v1/00000/00DF0A73-17C2-E511-B086-E41D2D08DE30.root"],
        "metadata": {}
    }
}







Set up the query: only requesting specific columns here without any filtering applied.


[5]:





def get_query(source: ObjectStream) -> ObjectStream:
    """Query for event / column selection: no filter, select single jet column
    """
    return source.Select(lambda e: {"jet_pt": e.jet_pt})







The following cell is mostly boilerplate, which can hopefully be improved in the future.


[6]:





def make_datasource(fileset:dict, name: str, query: ObjectStream, ignore_cache: bool):
    """Creates a ServiceX datasource for a particular Open Data file."""
    datasets = [ServiceXDataset(fileset[name]["files"], backend_name="uproot", ignore_cache=ignore_cache)]
    return servicex.DataSource(
        query=query, metadata=fileset[name]["metadata"], datasets=datasets
    )


async def produce_all_histograms(fileset, query, procesor_class, use_dask=False, ignore_cache=False):
    """Runs the histogram production, processing input files with ServiceX and
    producing histograms with coffea.
    """
    # create the query
    ds = ServiceXSourceUpROOT("cernopendata://dummy", "events", backend_name="uproot")
    ds.return_qastle = True
    data_query = query(ds)

    # executor: local or Dask
    if not use_dask:
        executor = servicex.LocalExecutor()
    else:
        executor = servicex.DaskExecutor(client_addr="tls://localhost:8786")  # set up for coffea-casa

    datasources = [
        make_datasource(fileset, ds_name, data_query, ignore_cache=ignore_cache)
        for ds_name in fileset.keys()
    ]

    # create the analysis processor
    analysis_processor = procesor_class()

    async def run_updates_stream(accumulator_stream):
        """Run to get the last item in the stream"""
        coffea_info = None
        try:
            async for coffea_info in accumulator_stream:
                pass
        except Exception as e:
            raise Exception(f"Failure while processing {name}") from e
        return coffea_info

    output = await asyncio.gather(
        *[
            run_updates_stream(executor.execute(analysis_processor, source))
            for source in datasources
        ]
    )

    return output







Execute everything: query ServiceX, which sends columns back to coffea processors asynchronously, collect the aggregated histogram built by coffea.


[7]:





t0 = time.time()

output = await produce_all_histograms(
    fileset, get_query, TtbarAnalysis, use_dask=USE_DASK, ignore_cache=SERVICEX_IGNORE_CACHE
)

print(f"execution took {time.time()-t0:.2f} seconds")























execution took 13.40 seconds







[8]:





output[0].plot(label="ttbar")
plt.legend();












[image: ../_images/gallery_ttbar_HT_15_0.png]







            

          

      

      

    

  

  
    
    

    Z-Peak Example
    

    

    
 
  

    
      
          
            
  
Z-Peak Example


[1]:





import numpy as np
%matplotlib inline
from coffea import hist
import coffea.processor as processor
import awkward as ak
from coffea.nanoevents import schemas








[2]:





class Processor(processor.ProcessorABC):
    def __init__(self):
        dataset_axis = hist.Cat("dataset", "Dataset")
        dimu_mass_axis = hist.Bin("dimu_mass", "$\mu\mu$ Mass [GeV]", 50, 20, 120)

        self._accumulator = processor.dict_accumulator({
            'dimu_mass': hist.Hist("Counts", dataset_axis, dimu_mass_axis),
        })

    @property
    def accumulator(self):
        return self._accumulator

    def process(self, events):
        output = self.accumulator.identity()

        dataset = events.metadata["dataset"]
        mu = events.Muon
        dimu_neutral = mu[(ak.num(mu) == 2) & (ak.sum(mu.charge, axis=1) == 0)]
        dimu_mass = (dimu_neutral[:, 0] + dimu_neutral[:, 1]).mass
        output['dimu_mass'].fill(dataset=dataset, dimu_mass=dimu_mass)
        return output

    def postprocess(self, accumulator):
        return accumulator








[3]:





from dask.distributed import Client

client = Client("tls://localhost:8786")








[4]:





fileset = {'DoubleMu' : ['root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/0555868D-6B32-D249-9ED1-6B9A6AABDAF7.root',
                        'root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/07796DC0-9F65-F940-AAD1-FE82262B4B03.root',
                        'root://xcache//store/data/Run2018A/DoubleMuon/NANOAOD/02Apr2020-v1/30000/09BED5A5-E6CC-AC4E-9344-B60B3A186CFA.root']}

executor = processor.DaskExecutor(client=client)

run = processor.Runner(executor=executor,
                        schema=schemas.NanoAODSchema,
                      )

output = run(fileset, "Events", processor_instance=Processor())













[########################################] | 100% Completed | 21.3s







[5]:





hist.plot1d(output['dimu_mass'], overlay='dataset', fill_opts={'edgecolor': (0,0,0,0.3), 'alpha': 0.8})








[5]:







<AxesSubplot:xlabel='$\\mu\\mu$ Mass [GeV]', ylabel='Counts'>











[image: ../_images/gallery_zpeak_example_5_1.png]
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